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ABSTRACT

Kotilainen, Niko
Methods and Applications for Peer-to-Peer Networking
Jyväskylä: University of Jyväskylä, 2011, 46 p.(+included articles)
(Jyväskylä Studies in Computing
ISSN 1456-5390; 151)
ISBN 978-951-39-4603-6 (nid.)
ISBN 978-951-39-4604-3 (PDF)
Finnish summary
Diss.

Due to the exponential growth of the internet during the last 15 years, peer-to-
peer networks have been utilized in several new application categories ranging
from internet telephony networks to currency systems. The peer-to-peer archi-
tecture has also garnered a great amount of research interest, contributing to the
rapid advancement of the field. This dissertation explores peer-to-peer networks
from a number of angles and presents a wide array of research results. The re-
sults include resource discovery algorithms for peer-to-peer networks, a novel
routing algorithm for mobile encounter networks, an indoors location-sensing
system, middleware prototypes, application prototypes and ideas, and tools for
peer-to-peer networks research. The results provide various stepping stones on
the way towards new kinds of communication applications and methods, utiliz-
ing devices that can interact and communicate more efficiently and dynamically
both in local and global environments.

Keywords: Peer-to-peer, Mobile peer-to-peer, Social networks, Location sensing,
Mobility-assisted routing, Resource discovery, Genetic algorithms
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1 INTRODUCTION

The majority of current network services are based on the client/server (C/S)
architecture, where a dedicated server computer processes the requests of nu-
merous clients. The C/S architecture brings with it some benefits, for example a
simple, clear structure and ease of management. The architecture does have its
downsides too, and it is not the most suitable architecture for all network services.

Another architecture that has lately garnered a lot of attention from both the
academic researchers and the industry, is the peer-to-peer (P2P) architecture. In
peer-to-peer systems, all the nodes, also called peers, can act both as servers and
as clients, both providing and consuming resources in the system. An example
of a peer-to-peer system is the Skype telephony platform where calls are being
routed through other nodes running the Skype software, instead of using servers
operated by the company operating the network. The use of the P2P architecture
leads to clear benefits for the network, which include robustness, high scalabil-
ity, high availability and low initial investment costs. The P2P architecture has
its problems too, as using the P2P architecture instead of the C/S architecture
makes systems more complex to design and operate. Locating resources in a P2P
network is especially a difficult problem due to the decentralized nature of the
network.

Lately, social networking applications where users can communicate with
their friends, have become hugely popular all around the world. This brings a
new topic for P2P research, as the actual social relationships of people can also be
used to generate the topology of the P2P network. For certain social networking
applications, this would greatly boost the efficiency of locating resources from
the network, and would solve the problem of joining the P2P network and the
problem of being able to trust other peers in the network.

1.1 Problem Formulation

This dissertation aims to answer the following questions:
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• How to discover the required amount of resources from a peer-to-peer net-
work with a minimal usage of network capacity?

• How to route messages in a mobile encounter network while minimizing
the time the messages spend en route, and minimizing the required device
resources used?

• How mobile devices can sense their location indoors in a cost-effective way?

• Which kind of tools and platforms do real-life peer-to-peer applications re-
quire?

The results provide some steps on the way towards new kinds of services, utiliz-
ing devices that can interact and communicate more efficiently and dynamically
both in local and global environments.

1.2 Author Contribution

The author has participated in the writing process of all the articles included in
this dissertation. A short description of the articles and the author’s contribution
follows.

Article PI introduces a mobile P2P media sharing application, where short
range wireless connections can be used to share location based content. The sys-
tem utilizes the 7DS[42] middleware and the CLS[18] location sensing system.
For this article, the author designed and implemented the prototype.

Article PII introduces a mobile P2P search platform for highly dynamic con-
tent within a social network. The system utilized 3G connections and web servers
running on mobile devices to facilitate the search functionality. The author par-
ticipated in the development and evaluation of the prototype.

Article PIII introduces and evaluates a location-sensing system based on
measuring the signal strength received from low-power FM radio transmitters.
The system was found to be as precise as WLAN-based systems, with much lower
costs and smaller power consumption. The author designed and implemented
the prototype and participated in running the measurements and designing the
algorithms.

Article PIV evaluates the media sharing application first presented in Arti-
cle PI. The author conducted the measurements and evaluated the results.

Article PV introduces a new mobility assisted routing algorithm for mobile
encounter networks. The algorithm employs neural networks trained with ge-
netic algorithms to make the routing decisions. The author devised the algorithm
based on earlier research done on the resource discovery problem in wired P2P
networks.

Article PVI introduces a resource discovery algorithm for P2P networks.
The algorithm employs neural networks as the core of the resource discovery
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algorithm. The author designed and implemented the tools used, performed the
simulations, and participated in designing the algorithm.

Article PVII enhances the algorithm presented in PVI by introducing a
novel memetic algorithm to the training process. The algorithms are compared,
and the new algorithm out performs the older one presented in PVI. The author
implemented the algorithms, ran the measurements, and participated in algo-
rithm design.

Because of PVII’s good reviews, the authors were invited to write an ex-
tended version of the paper as a book chapter. This chapter is included as Article
PVIII, which evaluates further the algorithm presented in PVII. The author ran
the measurements and participated in the evaluation related to the research.

Article PIX presents a mobile P2P middleware prototype. The mobile peers
can also act as members in the non-mobile Chedar-network [5]. The author de-
signed and implemented the prototype.

Article PX presents a P2P distributed computing platform prototype built
on top of the Chedar [5] P2P middleware. The platform was tested and evaluated
using the network simulator presented in Article PXI. The author designed and
implemented the prototype, and did the evaluation.

Article PXI presents and evaluates a P2P network simulator prototype. The
simulator was heavily optimized for simulating neural network training scenar-
ios, and was used in the development of NeuroSearch presented in Article PV.
The author designed and implemented the prototype, and participated in the
evaluation process.

Article PXII presents a P2P network management tool for research use. The
tool has been designed to be used with the Chedar [5] network, but can also easily
be adapted for use with other networks. The author designed and implemented
the prototype.

The dissertation is structured as follows. Chapter 2 presents networking
technologies relevant to this dissertation. Chapter 3 explores the challenges in-
herent in peer-to-peer and mobile peer-to-peer networks. In Chapter 4, relevant
research tools are presented. Chapter 5 discusses the contributions of the author,
and finally, the dissertation is concluded in Chapter 6.



2 NETWORKING TECHNOLOGIES

2.1 Related network architectures

Several network architectures are currently used in data communication networks,
the most widely used being the Client/Server [41] architecture (C/S). In the C/S
architecture the network nodes have clearly described roles as either a client or a
server. The World Wide Web and the underlying HTTP protocol are typical exam-
ples of technologies employing the C/S architecture, in which the browser appli-
cation acts as a client and connects to web servers to fetch web pages requested by
the user. Clients are always the active parties in establishing a connection to the
server to request or send information, the servers just wait for connections and
requests. Designing C/S systems is relatively simple and designs become clean
with clearly determined roles. Administering C/S systems is also quite easy, as
information stored in the system is located centrally on the server. C/S designs
do have some drawbacks too because of the server-centricity of the design. The
server becomes a single point of failure in the system, and the costs involved in
building a robust C/S system can easily offset the benefits received from the sim-
pler design and easier maintenance. According to measurements presented by
Kondo [28], the average desktop computer CPU utilization is less than 15 per-
cent, proving that client resources in C/S systems are commonly underutilized.
Especially when building large scale systems, where a single server is not enough
to handle the load, it would be beneficial to consider other network architectures
too.

According to Hayes [21], the locus of computation is currently shifting from
personal computers and workstations to services provided over the internet from
multiple distant data centers distributing the computation load between each
other. Cloud computing was coined as a term for these services, and has drawn
considerable amounts of interest from the industry and academia alike. Sev-
eral systems using the cloud architecture are already on the market, for example
Google App Engine and Amazon Web Services. In cloud systems, the service
providers own large amounts of servers, commonly distributed between differ-
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ent data centers. Commoditized resources on these servers are then sold to third
parties, who might not even know where and how many servers are being used
to run their processes. The aim of cloud computing providers is to make com-
puting a utility, comparable with electricity, where customers can purchase just
the required amount for their processes, and transparently scale their computing
resources up and down with demand [17].

The cloud computing architecture is still very centralized, with the cloud
servers owned and administered by a single entity. When combining cloud com-
puting technologies with client/server architecture, it is possible to fix some of
the problems of the C/S architecture; cloud systems generally do not suffer from
a single bottleneck or a single point of failure in the system for example. Cloud
architecture still suffers from several of the drawbacks of C/S networks, such
as having high initial investment costs and being susceptible to monitoring and
interference either from governmental, commercial or other entities [55].

2.2 Peer-to-Peer Networks

Peer-to-peer (P2P) systems differ from the traditional C/S and cloud comput-
ing systems in that all the nodes can act both as servers and as clients. In [47],
Schollmeier defines P2P networks as distributed systems, where the participants
share a part of their resources with other peers in the network, and other par-
ticipants access these resources directly, without passing intermediary entities.
These resources can be for example processing power, storage capacity or net-
work bandwidth. Figure 1 presents the logical topologies of peer-to-peer and
client/server architectures.

FIGURE 1 Peer-to-peer and client/server architectures

2.2.1 History of peer-to-peer networks

From the late 1960’s to the 1970’s the Defense Advanced Research Projects Agency
of the United States Department of Defence, or DARPA, established a research
project to develop a new kind of computer network. The design goals of the sys-
tem were to develop a military network capable of functioning even if a large
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number of the nodes or communication links of the network were lost either due
to an attack on the infrastructure or for other reasons.

The resulting network was named ARPANET, which was the basis for the
current internet, and to some extent it still defines the nature of the internet. In
the 90’s the rapid growth of the internet and the arrival of the World Wide Web
moved the internet towards a client/server architecture, where the network has
a small number of dedicated servers and a large number of clients using services
from the servers. These clients become second-class citizens of the internet, as
they were usually connecting to the internet through slow and firewalled modem
connections, and only being assigned a temporary, dynamic IP address. This cre-
ated a very clear distinction between the servers and the clients. This trend has
reverted a little since the turn of the millennium because of peer-to-peer networks
and faster internet connections with static IP addresses emerging. The first P2P
networks at the turn of the millennium were used mostly for sharing copyright
protected files, like music, but since then a lot of legitimate uses for P2P networks
have also emerged, for example the Skype Voice-over-IP telephony application
and the Bitcoin P2P currency system. Even the DARPA is again using P2P net-
works on the battlefield, thus closing the circle [4].

2.2.2 Hybrid Peer-to-Peer Networks

P2P networks come in two main flavors, hybrid and pure P2P networks [47]. Hy-
brid P2P architecture, as the name implies, is a hybrid of both client/server and
pure peer-to-peer models, trying to combine the best parts of both models. In
hybrid P2P networks the network is managed by a server which holds a database
of resources held by the network nodes. The network nodes connect to the server
and report their resources to the database. The nodes query the server for re-
sources, and the server gives a reply containing information about nodes holding
the queried resource. After receiving the reply, a node can then establish direct
connection to the node(s) holding the resource and request the resource.

The best known hybrid P2P network was the original Napster network, but
as the majority of files shared over the network were copyrighted material, and
Napster operated without permission from the copyright holders, Napster was
quickly sued for facilitating copyright infringement and later the network was
shut down by US authorities. This case made the drawbacks of the hybrid model
very clear, as it was very easy for the authorities to shut down the network by un-
plugging the servers organizing the search. It could be argued that in the Napster
case there was a moral justification for shutting down the network, but in several
cases, for example military networks or networks used by dissidents in countries
with no free speech rights, there might be a third party trying to actively shut
down the network without such justification. This has been the case in China,
and lately in Iran, where the authorities have been actively trying to shut down
P2P communication networks used by political pro-democracy activists.
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2.2.3 Pure Peer-to-Peer Networks

Pure peer-to-peer networks on the other hand drop the server altogether and run
completely on nodes with equal rights and responsibilities. The nodes of the net-
work do not have predetermined roles such as servers or clients, but are in an
equal position to other nodes in the network and can take different roles based
on the requirements of the network. The nodes of the network, called peers, are
usually connected to a few other peers, most commonly using TCP connections.
The connections form an overlay network topology on top of the physical net-
work connecting the nodes [40]. Nodes of the network can forward messages
between other nodes, and can make resources available to other nodes of the net-
work. The resources can be for example files, computing capacity, bandwidth,
storage space, location data, etc. If a node is looking to use a resource from the
network, it can act as a client and send a request to its neighbor nodes, which can
then again act as routers and forward the request further, or act as servers and
send a reply to the requesting client.

Oram [40] lists several benefits of pure P2P networks, some of which hold
true also for hybrid networks. The most prominent one being resiliency to at-
tacks and network failures. Due to the distributed nature of the network, there is
no single point of failure, and the tasks of failed nodes can be delegated to other
nodes of the network. P2P networks are also inherently scalable. As more peers
join the network, the new peers provide more computing capacity and band-
width to the network without the need to install more servers. This also lowers
the hardware costs associated with setting up the service, as no expensive servers
or datacenter space are needed.

As opposed to traditional client/server network architectures, P2P networks
do not have a single point of authority, and while this makes P2P networks ro-
bust, it is also the source of many problems in using these networks. As no party
in the network has a global view of the network topology, or of the location of
resources in the network, discovering resources and routing messages in the net-
work becomes problematic. Commonly in pure peer-to-peer networks the nodes
only have knowledge of their neighbor nodes, i.e. the nodes that they have es-
tablished connections to. To find a resource the node has to send a query to its
neighbors, which then forward the query to their neighbors according to the re-
source discovery algorithm the node is utilizing.

As there is no central authority in the network, it is complicated for the net-
work nodes to find out whether the information they are receiving from other
nodes of the network is trustworthy. If trust issues are not taken care of, rogue
nodes in the network can intentionally reply to resource requests with corrupted
data or otherwise send misleading and erroneous control messages hampering
the functionality of the network. Rogue nodes in the network can be battled with
several techniques, for example a web of trust design, where a user designates
his friends to be trusted, who then again designate their friends as being trusted.
This, combined with the removal of ousted rogue nodes and the nodes on the
path of trust to the rogue node, makes the network very difficult for rogue nodes
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to infiltrate. This technique does require the network users to actually know each
other, which usually is not the case in P2P networks. To eliminate this require-
ment, a large number of architectures which automatically rate the nodes for their
trustability have been suggested [35].

Joining pure P2P networks also presents challenges. When a node is outside
the network, it has no knowledge of other nodes of the network, and thus an ex-
ternal source of node names is required. Research for solving the joining problem
has been carried out in our research group [56].

Significant research effort has been invested into solving these problems,
and several routing and resource discovery algorithms have been suggested in
literature. These algorithms are discussed in more detail in Chapter 3.

2.3 Mobile Ad-Hoc Networks

The majority of current wireless networks use static, stationary access points,
where mobile clients connect to gain access to the rest of the network. Examples
of these infrastructure-based networks include GSM and infrastructure-mode Wi-
Fi. In a way these networks can be classified as client/server (C/S) networks,
where mobile clients connect to stationary servers for connectivity to the rest of
the network. The infrastructure-based networks share several advantages with
client/server networks, such as ease of design and operation, and simple and re-
liable authentication and authorization methods. Just like wired C/S networks,
infrastructure based wireless networks have also some drawbacks:

• The infrastructure might not be available everywhere, or the access point
could not be contacted due to some objects attenuating the signal on the
way. If the devices cannot connect to the access points, no information can
be dissipated in the network.

• The investment cost for the infrastructure is usually very high.

• The network has low scalability. If a large amount of devices attempt to use
the services of a single access point, the access point can get overloaded and
fail to serve the clients.

• The networks also have low robustness, as the access points are a single
point of failure.

Some of these drawbacks can be solved with proper network design, for example
selecting the locations of the access points so that the mobile client device can
reach a minimum of two access points in any location. This though requires even
higher initial infrastructure costs, as the access points have to be placed more
densely than would be otherwise required.

These drawbacks make them unsuitable for some applications. As an ex-
ample, if one is to go hiking in the wilderness, one cannot expect GSM phones to
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be able to connect to base stations, and thus no calls can be made even to nearby
fellow hikers. Now, if GSM phones could directly connect to each other to trans-
mit the call, the phones could effectively bypass the whole infrastructure-part
of the network, and if the phones cannot reach each other directly, the call can
be routed through a third party, possibly another hiker situated between the call
parties. Taking the example one step further, the phones could form a network
where calls are routed through several devices in range of each other. This would
make calls possible between callers who are far away from each other. In this
example, the phones would have created a mobile ad-hoc network (MANET).

Mobile ad-hoc networks are increasingly being used as an architecture for
wireless networks in scenarios like the one presented above. MANETs are self
configuring infrastructure-less networks, where the nodes connect to each other
using a wireless connection [2]. The connection technologies can be for example
Wireless Local Area Networks (WLAN) such as WiFi, Wireless Personal Area Net-
works (WPAN) such as Bluetooth, or even low-bandwidth and ultra-low power
technologies designed specifically for sensor network applications, such as Zig-
bee, IEEE 802.15.4 or Bluetooth Low Energy [32].

Benefits of MANETs can be clearly seen with the example presented before,
where the network is able to function anywhere where the devices are able to
connect to each other, and as the amount of devices increases, the bandwidth
and the processing capacity of the network increases linearly all the way until the
capacity of the radio spectrum is reached. Also the cost of building the network
is low, as no infrastructure installations are required.

Although forming the network is very easy for the MANET nodes - the
nodes just connect to whomever they can reach over the radio interface, certain
nodes of the network can only connect to each other if they are within radio range
of each other. Routing information between far-away nodes becomes time- and
resource-consuming, as messages need to be routed through several nodes be-
tween them. Also the usable routes are constantly changing, as the nodes of the
networks can be moving, and thus connections are lost and created within the
network all the time. Several protocols and algorithms have been suggested for
routing messages in MANETs, which fall into two categories: proactive and reac-
tive routing. Proactive algorithms aim to maintain a routing table for the network
by keeping track of the changes in network topology, even if no messages are be-
ing sent, thus ensuring quick message delivery. Reactive algorithms on the other
hand only find a route to a destination when a message is available for send-
ing, this operating way minimizes routing overhead and the resources used for
control traffic [37].

2.4 Mobile Encounter Networks

Delay tolerant networks (DTNs) are a subclass of mobile ad-hoc networks, lack-
ing continuous connectivity. In DTNs the network nodes are distributed so sparsely,



22

or their wireless range is so small, that the network commonly becomes par-
titioned into unconnected sub-networks. Mobile encounter networks take this
even further, generating a network, where the nodes are rarely in connection with
other nodes for longer periods at once. As the nodes are mobile, they frequently
come within range of other nodes in the network, and when this happens they
initiate a connection and exchange data between the nodes, thus diffusing infor-
mation in the network [14, 24].

Information diffusion and routing in mobile encounter networks is very
similar to the spread of epidemic diseases, where infected individuals coming
into contact with others infect the other people too. The spread of disease has
been widely researched, and this research has been used as a basis for research
into information diffusion in all kinds of delay tolerant networks [12, 6]. Routing
in mobile encounter networks is further discussed in the section 3.2.

Due to the high delays in message delivery, mobile encounter networks are
not suitable for all networking applications, but there are a lot of applications
where the delays in diffusing the data do not hamper the functionality of the
application. For example web caching, commodity (i.e. gasoline or groceries)
price tracking, message delivery, and sensor network data delivery.

Due to the relatively young age of the research field, there are several terms
in use with relatively small differences. The terms pocket switched network [23]
and human contact network [46] are very similar with the term mobile encounter
network. The former two just place more emphasis on the human mobility and
human contact aspects of the network, whereas mobile encounter networks can
be for example created by swarms of mobile autonomous unmanned vehicles.
Also instead of a delay tolerant network, several researchers have recently used the
term disruption tolerant network.

2.5 Mobile Peer-to-Peer Networks

Mobile peer-to-peer (MP2P) networks function on the application layer of the
OSI-model, and thus are independent of the underlying network architecture
[20]. The networks are commonly classified into two categories, infrastructure-
based and infrastructure-less networks, according to the features of their under-
lying network infrastructure. Infrastructure-based networks utilize the internet
or other infrastructure-based networks, and infrastructure-less networks utilize
wireless ad-hoc networks. This dissertation will mainly discuss infrastructure-
less networks.
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2.6 Social Networking Applications in Mobile P2P Networks

In his book [29], Kopomaa discusses the effects of a mobile way of life on the ur-
ban environment. Kopomaa describes mobile devices as nomadic objects, which
enable their users to move freely while carrying on with their activities, mak-
ing whatever space they are in a temporary home or office replacement. These
new forms of communication have a profound impact on our everyday lives, as
spontaneous and real-time communication with no restrictions on place and time
enables an all new social order, with all new social practices.

As the computing power, bandwidth, and storage space available to mobile
devices are advancing at great speed, new kinds of applications are made possi-
ble. Current mobile devices already provide a very capable platform for social
communication applications, and combining the ideas of MP2P and social net-
working make it possible to develop powerful communication applications. So-
cial applications are a good fit for P2P networks, because the overlay network can
be generated from the social connections of the participating people. As people
would already know their neighboring nodes in the P2P network, there would
be no problem in finding nodes to connect to, and also the problems caused by
the lack of trust between nodes would be greatly reduced. For certain applica-
tions, for example search in social networks (see Article PII) this greatly boosts
the efficiency of locating resources from the network [52, 51].

As proposed by Allen [3], the social aspects of P2P networks can also be
used to benefit the underlying processes of the P2P network. In his proposal the
network provides a higher reputation, and a higher payout to the cooperating
peers, thus incentivizing unselfish behavior.



3 CHALLENGES IN PEER-TO-PEER NETWORKING

Peer-to-peer and mobile peer-to-peer architectures introduce new challenges that
do not exist in the traditional client/server or infrastructure-based architectures.
This chapter introduces the challenges relevant to this dissertation.

3.1 Resource Discovery

Locating resources in a pure peer-to-peer network is problematic, as there is no
central authority that would keep a database of all the resources available in the
network. As there is no central server, the peers have to query their neighbors,
who in turn forward the query to their neighbors and so on. As the network can
have millions of peers, it is not feasible bandwidth-wise to forward the query to
all the peers in the network. Thus, the peers need a resource discovery algorithm
to make decisions on where to forward queries and where not to. Several algo-
rithms have been proposed to solve the resource discovery problem in different
settings, the most prominent of which are described below.

• Breadth-first-search (BFS) [34], where the query is simply sent to all the
neighbors of the node, who then again send it to all their neighbors and
so on. The algorithm is technically very simple, and it only requires one
configuration parameter, Time to Live (TTL). The TTL is required to keep
the algorithm from flooding the whole network, as it limits the number of
times a message will be forwarded. Lv et al. [33] find that BFS is not efficient
nor scalable, and in particular on Gnutella and power-law graphs the effects
of flooding are disastrous: the number of messages increases drastically
when TTL is increased.

• Highest Degree Search (HDS), which is proposed by Adamic et al. [1] and
Kim et al. [26], is a search strategy that utilizes the topological properties
of a power-law network. The search strategy first proceeds towards the
highest-degree node, i.e. the node that has the highest number of neighbors,
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and then gradually moves to nodes of a lesser degree. The algorithm locates
resources efficiently if they can be found from the core of the network, but
the performance decreases when the central nodes are revisited in search
for lower degree nodes. The HDS algorithm also causes congestion in the
central nodes of the network, as all of the queries from the whole network
are forwarded towards the central nodes.

• Random walk, which resembles HDS in that the query is only forwarded
to one neighbor at a time. The random walk algorithm differs from the
HDS algorithm in that the neighbor to receive the query is selected at ran-
dom, thus lowering the chances of visiting the same nodes multiple times.
Just like with HDS, while random walkers increase the number of hops and
thus latency, they decrease the total traffic because the search proceeds in a
depth-first manner [33].

There are certain limitations in all approaches described above. First, each of
these algorithms uses some control parameters (for example time-to-live, the
number of walkers or the proportion of neighbors to forward the query) that
can be used to tune the algorithm. For a search algorithm, the number of con-
trol parameters should be kept at a minimum to allow zero configurability when
applied to a real environment. Second, while some of these approaches have
mechanisms to adapt to the environment, they do not utilize the entire potential
of the environment because they rely only on one strategy. In general, one strat-
egy alone cannot be efficient in all scenarios, and therefore an efficient algorithm
should be able to utilize many strategies depending on the current scenario.

Figure 2 presents a query in a P2P network using the Breadth First Search
(BFS) algorithm. In the beginning Peer 1, which is querying for resource R, sends
the query to its neighbors, Peer 2 and Peer 3. These two send the query to all
their neighbors except Peer 1, where the query was received from. When peers
2 and 3 receive the query from each other, they disregard the received message
because they have processed the query before. When Peer 4 receives the query,
it notices that it holds the queried resource and sends a reply to the query. Peer
2 forwards the reply to Peer 1 and thus Peer 1 gains the knowledge of where to
find the resource and can then use the resource. As it is evident, the algorithm
efficiency is not optimal, as the algorithm sends more messages than those which
would be required to find the resource.

3.2 Routing in Mobile Encounter Networks

To bring multi-hop data transmission into mobile encounter networks, the mo-
bility of the nodes has to be used to deliver messages between nodes that do not
have a direct communication route between them. This poses a difficult prob-
lem, because there is no global knowledge of the network state, or of future lo-
cations and encounters of the peers. In fact there is no real-time knowledge of
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FIGURE 2 Query in a pure peer-to-peer network

what is happening outside the radio range of the device, as the devices of the net-
work only exchange information during encounters with other devices. Further
problems are caused by the difficulty in predicting the movements of the mobile
devices, though a prediction of the mobility can be acquired by using statisti-
cal methods to infer the information from the current and historical location and
heading information of the device.

For mobile devices it is usually very important to conserve power, thus the
efficiency of the routing algorithms is essential in mobile encounter networks [8].
Some algorithms proposed for routing are as follows.

Epidemic routing was first introduced by Vahdat and Becker [10]. As the
name implies, the algorithm emulates the spread of epidemic diseases to route
information. Available messages are passed to all encountered nodes in the hope
that one of the nodes is able to deliver it to a target location. It is a very powerful
method and always gives the smallest delay possible if the network system han-
dles the data flow properly. However, unlimited forwarding of messages makes
the algorithm waste a lot of network resources.

Spray and wait [48] and later Spray and focus [49] were proposed by Spy-
ropoulos et al. The algorithms are good examples of methods designed to limit
the flooding of the network experienced when using the epidemic routing algo-
rithm. Spray and Wait exploits different types of counters to control the num-
ber of message copies in the network. Spray and Focus has evolved from Spray
and Wait, and combines copying and forwarding. These schemes, however, do
not qualitatively distinguish distinct nodes while passing message copies. In-
stead, they employ numerous randomly selected nodes as message carriers. Even
though they are more efficient than the pure epidemic diffusion, they still waste
substantial amounts of device memory, battery power and network bandwidth
while passing data to inappropriate network nodes.

During the last year, socially aware algorithms have been proposed for rout-
ing in mobile encounter networks by Bulut and Szymanski [7], Mei et al. [38] and
Klein et al. [27]. Based on the observation that individuals with similar inter-
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ests tend to meet more often, they hypothesize that inclusion of knowledge of
the social structure improves the efficiency of routing, and the simulation results
support the hypothesis.

3.3 Location Sensing

Location sensing capabilities are important for many mobile applications, espe-
cially those operating in a mobile P2P fashion [11]. In outdoor settings GPS usu-
ally provides good enough accuracy with modern receiver technologies, but in-
door localization is still an area to be improved. There are plenty of approaches
for implementing indoor location sensing, some of which are presented in the
following list:

• Proximity-based methods sense nearby transmitters, and use their IDs to
make an estimation of a position. This is the simplest of the categories,
but also the least precise. Examples of proximity-based systems include
recording pre-placed RFID tags in range and comparing this information to
a known map of the RFID tags [25].

• Signal strength -based methods record the signal strengths received from
transmitters with known locations and approximate their distance from the
receiver using this data. For example CLS [18], which uses WiFi and/or
Bluetooth signal strengths, and FINDR PIII,[45], which uses low range FM
radio signals. Varshavsky [53] presents a system for using GSM signal
strength measurements for indoor location sensing, and Stuntebeck et al
use radio frequencies injected into the power lines running in the walls of
buildings for location sensing [50].

• Time-based methods measure the time a signal travels from the transmitter
to the receiver, and triangulate a location based on this measurement. Ex-
amples of time-based location sensing are GPS, and measuring the time of
ultrasound pulses [54].



4 RESEARCH TOOLS

When doing the research discussed in this dissertation, several different research
tools were evaluated. Due to the unique requirements of the research problems
this dissertation covers, most of these tools did not have the required capabilities.

4.1 Mobile Peer-to-Peer middleware

Several middleware enabling MP2P functionality for applications running on top
of the middleware have been proposed. The middleware offers an application
programming interface for application development, each with their distinctive
functionalities. This section presents the most prominent ones.

7DS (7 Degrees of Separation) [42, 43] is an architecture and a set of protocols
enabling resource sharing among peers that are not necessarily connected to the
internet. The 7DS prototype has been written in Java 2 Standard Edition. 7DS
works only on IP networks and uses UDP multicast to query other peers, so the
peers have to be on the same broadcast group.

LightPeers is a light-weight mobile peer-to-peer framework proposed by
Christensen et al. [10]. It has been designed for mobile computers supporting ad
hoc groups for learning, gaming, and playing by allowing peers in the field to
produce, share, and present digital material in a session. The LightPeers frame-
work utilizes UDP connections for communication between the nodes.

Proem [30] is a mobile middleware providing a solution for developing and
deploying applications for mobile ad hoc networks. In Proem, middleware is re-
sponsible for presence and discovery services as well as being an identity, data
space and community manager. Proem has been designed for mobile peers in
ad hoc networks whereas in Mobile Chedar peers with fixed P2P network con-
nections are also supported. The current prototype of Proem uses Wireless Lo-
cal Area Network (WLAN) for communication and has been implemented using
Java.

XMIDDLE [36] is a reflective middleware enabling transparent sharing of
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XML documents between mobile peers, because the data structure consists of
XML trees, modifications to the branches of XML tree are fine-grain for example
compared to modification of files. XMIDDLE solves the problem of simultaneous
edits by several peers by allowing the user to resolve the update conflicts. The
current XMIDDLE prototype is based on WiFi and has been implemented using
Java.

MOBY [22] is a service network enabling access to services on wide area
networks. The framework is built using Jini and Jini Technology Surrogate Ar-
chitecture Specification. In MOBY, resources are registered to Jini Lookup Ser-
vice, which is located in the local area network. MOBY’s P2P network is based on
the super-peer architecture, i.e. the network is divided into domains by Mnode
super-peers. Like 7DS and LightPeers, MOBY uses UDP for communication be-
tween Mnodes. Resource discovery in MOBY is done using the expanding ring
search algorithm [33] between Mnodes. Overall, MOBY is designed more like
a fixed overlay, because the links between Mnodes are preconfigured compared
to the autonomous overlay approach used in the other middleware discussed
above.

4.2 Distributed computing middleware

When choosing a distributed computing platform to distribute the P2PRealm
simulator, there were several options for distributing Java-based applications
available.

One class of software is formed by programming language independent
distributed computing tools that support Java. An example of such software is
Globus Toolkit [16], in which Java Commodity Grid kit provides an interface for
accessing Globus services using Java programs. Globus contains mechanisms for
code mobility which poses security risks, because the downloaded code needs to
come from a trusted source or otherwise guaranteed not to be malicious. Globus
also employs centralized indexes for resource discovery instead of the more flex-
ible and robust P2P approach.

Programming language dependent class of Java distributed computing plat-
forms can be divided into two: Java extensions and Java libraries. Java extensions
such as JavaParty [44] provide special distribution mechanisms requiring changes
to the Java compiler and/or Java Virtual Machine (JVM). This increases the diffi-
culty of distributing an application. Java libraries provide special class libraries
for the distribution without the need for modifications to the Java compiler or the
JVM, and therefore the Java libraries are easier to deploy. An example of such li-
brary is JavaSymphony [13]. Like Globus, JavaSymphony employs a centralized
index of available resources.

Some implementations of Java distributed computing that use peer-to-peer
network for locating the resources do exist. In such design the resource index has
been decentralized and peers cooperatively route resource queries among each
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other. An example of such a system is GT-P2PRMI [9], which allows Remote
Method Invocation (RMI) lookups to be performed through an extended version
of RMIRegistry called P2PRMIRegistry. P2PRMIRegistry is used to form the over-
lay network, for binding and publishing the remote methods and for looking up
the published remote methods.

4.3 Network Simulators

Network simulators can be classified into two groups, packet-level simulators
and message-level simulators. Packet-level simulators include real-life protocol
headers in the simulation, which makes the simulation more accurate, but also
slows down the simulation. A comparison of current simulators is presented in
Table 1.

When training the NeuroSearch resource discovery algorithm, a simulator
was practically the only choice to do the training. As described in publication
PXI, there are various network simulators available that can be used in studying
P2P networks. However, these simulators are not primarily designed for speed,
and none of them contains functionalities required for training neural networks.
As described in section 5.4.4, even the P2PRealm network simulator, which has
been heavily optimized for speed, is not fast enough for training neural networks,
and so the speed of the simulator was crucial. The requirements for training of
the NeuroSearch algorithm are too unique and too computationally demanding
to be run on top of a general P2P network simulator, thus it was justifiable to
implement our own simulator.

TABLE 1 Characteristics of the current unstructured P2P network simulators

Simulator Level of
Detail

Parallel Scalability Overlay with
Routers

Programming
language

NS-2 Packets Yes Very low Yes C++
NS-3 Packets Yes Very low Yes C++ / Python
OPNET
Modeler

Packets Yes High Yes C and C++

QualNet Packets Yes n/a Yes C++
PLP2P Packets Yes Medium - C++
QueryCycle Messages No n/a Yes Java
3LS Messages No Very low Yes Java
PeerSim Messages No Very high Yes Java
NeuroGrid Messages No High No Java
GPS Messages No n/a No Java
P2PRealm Messages Yes Medium No Java and C



5 CONTRIBUTIONS

This chapter presents briefly the contributions described in the included articles.

5.1 Social Mobile Peer-to-Peer

A social multimedia sharing application called PhotoJournal [PI,PIV] was devel-
oped in cooperation with the University of Crete and the FORTH institute from
Greece. The application runs on the 7DS [42] mobile P2P middleware, enabling
users to share location-tagged photos with other users of the application using a
map-based user interface. The users’ current location is determined using CLS
[18] and/or GPS information, whichever happens to be available. This location
information is also used to tag photos added to the system with location infor-
mation.

A client/server version of the PhotoJournal was also developed, to enable
comparisons between the two versions. The delay the application experiences
while querying other nodes within the social network was measured as part of
the research. In the measurements, the MP2P approach was compared with a
more traditional client/server based approach where mobile devices accessed a
centralized server disseminating information over a WiFi or a 3G link. The mea-
surements show that in this case, the MP2P approach proved to be significantly
faster than the infrastructure-based approach. Depending on network and device
qualities, the median delay varied between 282ms and 1.9s.

Independent from the PhotoJournal project, novel search methods that could
take advantage of the social network inherent to the mobile P2P architecture were
investigated in Article PII. In this article, a prototype allowing the user to search
for relevant information in a highly dynamic social network environment com-
posed of mobile devices is presented. This kind of search functionality comple-
ments traditional web search engines, as the social network can be searched in
real-time. The system also provides users fine-grained control of the privacy of
information available for other people conducting searches. This differentiates
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the system from traditional search engines, as with them the privacy controls are
very coarse – either the information can be found on Google, or not. The system
is also completely decentralized, bringing all the basic benefits of P2P networks,
which have already been described in Chapter 2. Since the research was pub-
lished, both Google and Facebook have commercialized some ideas presented in
the article.

5.2 Algorithms for Resource Discovery and Routing

A novel resource discovery algorithm for P2P networks, called NeuroSearch, was
presented in Article PVI. The algorithm used a neural network model first pre-
sented in [15], where Fogel used evolving neural networks to create an artificial
intelligence player for the game of checkers. The main difference between Neu-
roSearch and other algorithms, some of which are described in Section 3.1, is that
NeuroSearch has been artificially developed by employing a neural network to
make the forwarding decisions that control the behavior of the algorithm. This
enables NeuroSearch to adapt to the current network scenario, unlike other re-
source discovery algorithms, which only employ one strategy to make forward-
ing decisions.

When a node using NeuroSearch receives a resource query, it first checks
whether it has an instance of the queried resource, and if it does, it reports the
resource to the querier. After this, the node inputs its neighbors’ information and
information from the query one by one to a neural network, which computes
a decision whether the query should be forwarded to the neighbor in question.
This process is depicted in Figure 3.

FIGURE 3 NeuroSearch query forwarding

To train the neural networks, our system uses an evolutionary method,
where different neural networks compete against each other. In the beginning
of training, 30 neural networks are randomly generated, tested, and compared
to each other. The 15 worst performing networks are replaced with offspring
of the 15 best performing networks. The offspring is created from each of the
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best performing networks by making random changes to the parents. This test-
compare-replacement procedure is done thousands of times and so the neural
networks gradually develop the ability to make good decisions for resource dis-
covery. Finally, the best individual from the neural networks is selected to be the
newly created NeuroSearch resource discovery algorithm.

Training a neural network is a very computationally demanding task. For
example, when training a population of 30 neural networks for 100 000 genera-
tions, evaluating a neural network is done 3 million times. And when a single
evaluation can consist of 100 queries to the P2P network and a single query can
require hundreds of neural network based decisions, the training requires large
amounts of computing power.

The NeuroSearch algorithm was further refined by the addition of memetic
characteristics to the training model in Articles PVII and PVIII. As defined by
Moscato et al in [39], memetic algorithms combine evolutionary algorithms with
separate local search algorithms to create algorithms capable of finding good so-
lutions more efficiently than evolutionary algorithms alone.

All of these algorithms were also compared to two traditional resource dis-
covery algorithms, BFS and DFS, and with one traditional genetic algorithm(GA)
employing crossover and mutation to train the neural network. The results show
that AGLMA, the most complex of the algorithms, took longer to train the neural
network, but eventually it generated the best algorithm.

Table 2 shows the optimization results. The final fitness F̂b obtained by the
most successful experiment over 30 sample runs, the related number of query
packets P used in the query and the number of found resource instances R dur-
ing the query are given. In addition the average best fitness at the end of the
experiments < F̂ >, the final fitness of the least successful experiment F̂w and the
related standard deviation are shown. Since the BFS follows a deterministic logic,
thus only one fitness value is shown. On the contrary, the DFS under study em-
ploys a stochastic structure and thus the same statistical analysis as that of GA,
NS, ANS and AGLMA over 30 experiments has been carried out.

TABLE 2 Comparison of different NeuroSearch versions with other resource discovery
algorithms

AGLMA ANS NS GA BFS DFS
P 350 355 372 497 819 514
R 81 81 81 85 81 81
F̂b 3700 3695 3678 3366 3231 3536
< F̂ > 3654 3647 3582 2705 – 3363
F̂w 3506 3504 3502 0 – 3056
std 36.98 36.47 37.71 1068 – 107.9

A similar approach was also taken to generate an algorithm for solving the mo-
bility assisted routing problem in Article PV, where an algorithm called Neuro-
Router was proposed. As with NeuroSearch, the algorithm employs a trained
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neural network to make decisions, though in this case the decisions are about
routing in a mobile encounter network. When encountering a node, information
about the encountered node with information about the message being processed
are fed to a neural network, the output of which defines whether the message is
forwarded to the encountered node. This makes the algorithm flexible and en-
ables it to employ different strategies for different situations. The algorithm could
also be further improved with the addition of social-aware features to the input
of the neural networks.

5.3 Location sensing

FINDR, a location sensing system primarily for indoor use, is presented in Article
PIII. FINDR is based on measuring signal strengths from stationary transmitters,
but instead of measuring WLAN or Bluetooth signals the system measures the
strength of FM radio signals transmitted from cheap MP3 players with built in
FM radio transmitters. In the evaluation of the system, we used 3 FM radios
transmitting on different frequencies, and a Nokia N800 device to measure the
received signal strength. The system employs the fingerprinting method, where
the signal strengths are measured within certain intervals in the map space. When
using the system, measured signal strengths are then compared against the signal
strengths in the fingerprint database to find out the current location.

When compared to WLAN base stations being used in other similar location
sensing systems, the FM radio transmitters are much cheaper to procure and are
much smaller in size. They also consume a minimal amount of power, which
enables them to even run on batteries, if required. Any computing device that
can measure the strength of an incoming FM radio signal can be used as a FINDR
client device, and because the system does not require any specialized hardware,
it is also easily deployable.

The FINDR system evaluation shows a median accuracy of 1.3m, and an
accuracy of 4.5m at 95% confidence level, thus comparing favourably with similar
WLAN-based systems.

The FINDR system was developed in cooperation with the Create-Net insti-
tute from Trento, Italy.

5.4 Tools

It was not always possible to find a tool fulfilling the requirements set by the re-
search method and the research problem, and thus several tools were developed
in the research process.
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5.4.1 Chedar

Although the Chedar application falls outside of the scope of this dissertation, a
short introduction to it is required as several of the tools described in the follow-
ing chapters depend on Chedar.

Chedar (CHEap Distributed ARchitecture, [5]) is a pure peer-to-peer mid-
dleware designed for peer-to-peer applications. The goal of the Chedar software
is to provide a convenient API for peer-to-peer application developers. Chedar
peers use TCP connections to communicate with each other. Chedar can be used
to distribute different kinds of resources to other nodes in the Chedar network.
Distributed resources can be for example files, CPU time or storage space. Every
node stores information about the resources it provides in XML format. When
the node receives a query about a resource it checks whether it has the resource
by checking the resource XML database via an XPath query.

5.4.2 Mobile Chedar – A P2P Middleware

Mobile phones have very limited capacities of memory and processing power,
and also applications running on phones should conserve battery power as much
as possible. On the other hand mobile applications are becoming more complex
all the time, and users demand more and better functionality from mobile appli-
cations. Mobile Chedar, a system that allows mobile devices to access resources
from workstations in the Chedar fixed-network P2P system, is presented in pub-
lication PIX, and an application using Mobile Chedar is presented in publication
[31].

Mobile Chedar has been implemented using the Java 2 Micro Edition (J2ME)
programming language and it uses Bluetooth [19] as a communication technol-
ogy. Mobile Chedar is an extension to the the Chedar fixed-network P2P mid-
dleware, and it provides mechanisms for data streaming between Mobile Chedar
nodes and between the Mobile Chedar and Chedar networks.

Let us look at one case where this could be useful. Mobile users might want
to view high quality videos on their phones, but the phone’s processor does not
have enough power to decode such a stream and delivering the stream uncom-
pressed over a 3G network would not work because of bandwidth limitations.
One solution to the problem would be to use Mobile Chedar to get a computer
from the Chedar network to fetch the video stream from the internet, re-encode
the video to better fit the mobile device, and then send it to the requesting mobile
phone using the free and relatively fast Bluetooth network.

5.4.3 P2PRealm – A P2P Network Simulator

Originally the NeuroSearch training was done directly on the Chedar P2P net-
work, running on computers located at the computer laboratories of the univer-
sity. As was mentioned in Chapter 5.3, this turned out to be a very time consum-
ing process, as all the query messages used in the training needed to be physically
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sent between computers participating in the P2P network.
Due to the prohibitive slowness of the original NeuroSearch training ap-

proach, there was a need to find a simulator to train NeuroSearch, and as no off-
the-shelf solutions were suitable, the decision was made to develop the P2PRealm
network simulator. P2PRealm (Article PXI) is a peer-to-peer network simulator
that has been designed to be as fast as possible due to the high CPU time require-
ments of NeuroSearch training. An average neural network training run takes
about a week on an ordinary PC using P2PRealm.

Using building blocks from Chedar and P2PStudio, the first version of the
P2PRealm simulator was developed very quickly, in about one working day. The
same neural network training scenario was run on the early prototype as in the
Chedar system and the results were very promising: running the neural network
training in the simulator was about three magnitudes, or a thousand times faster
than on the Chedar system. Nowadays the simulator has grown to include six
classic resource discovery algorithms, and also a k-Steiner tree based algorithm
for finding the upper bounds of resource discovery algorithm performance.

The simulator source code has also been heavily optimized to gain more ef-
ficiency. Several bottlenecks were identified by profiling the simulator and these
bottlenecks neutralized using various software optimization techniques.

5.4.4 P2PDisCo – P2P Distributed Computing Middleware

Even with the simulator approach presented in the previous section, NeuroSearch
training was not quick enough to run our simulations, because there are dozens
of parameters to set in the training process, thousands of training sessions are
required to find out an optimal set of parameters for the training process. As a
single training simulation took about a week, it was apparent that thoroughly
testing the effect of different parameters in different scenarios was prohibitively
time-consuming. The next step to speed up NeuroSearch training was to dis-
tribute the P2PRealm simulator to run in parallel on several computers. This was
achieved by implementing the P2PDisCo middleware.

P2PDisCo (publication PX) is a distributed computing middleware running
on top of the Chedar [5] P2P network middleware. It can be used to distribute
any Java application, as long as the application only uses files for input and out-
put, with minor modifications. P2PDisCo redirects the I/O operations of dis-
tributed applications to access memory buffers controlled by P2PDisCo instead
of accessing local files. Thus the distributed application does not see any differ-
ence between running locally and running on top of P2PDisCo, and P2PDisCo
runs with minimal impact and requirements to the underlying computer system
because no disk space is required for the I/O files. This was a requirement when
the NeuroSearch training was run on hundreds of desktop PC computers located
in the computer labs of the Agora building at the University of Jyväskylä. As the
workstations’ processors would otherwise be idle for most of the time, P2PDisCo
enabled this idle resource to be used for computation.

When the master node is started, it connects to the Chedar network and
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starts a query looking for idle computing resources, and the peers that are ready
for computing answer the query. The master node selects which of the located
nodes will be used for computing and distributes tasks to these nodes which
start the computation. During the computation, results are sent back to the master
peer when the memory buffer reaches 256 kB, thus the P2PDisCo does not require
large amounts of memory on the computing peers. Also, this ensures that if the
computing node is reset, the computation results are still saved to the point of the
last update.

5.4.5 P2PStudio

In order to test and monitor the Chedar network there was a need for a tool that
enables the researchers to remotely control and monitor each Chedar network
node in a centralized way. To enable Chedar nodes to be monitored and con-
trolled, the Chedar client also has the capability to be connected for monitoring
and control. P2PStudio (publication PXII) is a monitoring, controlling and visual-
ization tool that uses this functionality to connect to Chedar nodes to collect data
from them and to control their behavior. P2PStudio is comprised of two distinct
applications: the user interface and the server. The server application connects
to Chedar nodes to control them and to collect data, such as event, topology and
resource information. The user interface communicates with the server and in-
terfaces with the user.

The P2PStudio user interface component can also be used as a standalone
application without a connection to the server when visualizing network topolo-
gies and graphs generated by the P2PRealm (Article PXI) network simulator.



6 CONCLUSION

The history of P2P networks dates back to the 1960’s, when the P2P architecture
was the basis for some of the earliest large-scale computer networks. During the
following decades the architecture received only limited attention, as comput-
ing at the time was mostly dominated by mainframes and client/server systems.
Only during the last 15 years have P2P networks had a revival due to the ad-
vent of the internet. Peer-to-peer networks are an exciting field to do research in,
as the state of the art is moving forward at such a great pace. This dissertation
suggests advancements on a wide range of research subjects, from algorithms to
middleware prototypes and from application ideas to research tools.

Due to the distributed nature of the P2P architecture, finding available re-
sources in the network is a difficult problem. The resource discovery should be
done with minimal computing power and network bandwidth usage to prevent
network congestion. NeuroSearch, a resource discovery algorithm presented
in Article PVI, provides one solution to this problem. NeuroSearch employed
trained neural networks to make the routing decisions, and has been evaluated
to perform better than reference algorithms presented in the relevant literature.
Memetic algorithms were later added to the NeuroSearch training process, as de-
scribed in Articles PVII and PVIII, which further improved the efficiency of the
algorithm.

This dissertation also discussed mobile peer-to-peer networks, both from
an algorithmic point of view and from an applications point of view. Due to the
mobility of the nodes, mobile peer-to-peer networks often gain and lose connec-
tions all the time. When the network becomes sparse enough that the devices can
only maintain connections to other devices during short encounters, the network
is called a mobile encounter network. Routing in mobile encounter networks is
discussed in Article PV, which aimed to solve the routing problem using similar
ideas that were used to tackle the resource discovery problem in the NeuroSearch
articles.

Location-sensing is an important requirement for many mobile applications,
whether they utilize P2P networking or not. Location-sensing was explored in
Article PIII, which introduced and evaluated a location-sensing system based
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on measuring the signal strength received from low-power FM radio transmit-
ters. The system was found to be as precise as WLAN-based systems, with much
lower costs and smaller power consumption.

Articles PI, PII and PIV presented and evaluated two mobile peer-to-peer
application prototypes. PhotoJournal was a location-based media sharing appli-
cation utilizing low range wireless networks, which harnessed the WiFi ad-hoc
mode to enable the users to share content with other nearby users. The Mobile
Search application on the other hand utilized standard web protocols and servers
running on mobile devices to enable users to make real-time searches within their
social networks.

The dissertation also presented several research tools used in the devel-
opment of the NeuroSearch resource discovery algorithm. A system where the
Chedar P2P network was running the tests controlled by the P2PStudio tool,
described in PXII, was originally used in training the neural networks of Neu-
roSearch. This approach was discovered to be too slow – a single neural network
training in a P2P network with a hundred nodes would have taken almost a year.
The next step was to implement a network simulator that could be used to speed
up the training of NeuroSearch. Thus P2PRealm, described in PXI, was born. The
simulator is unique in the sense that it has been designed for training neural net-
works and as such it is very optimized for speed. The simulator speeded up the
training about 1000-fold, but even this was not fast enough for us. To speed up
the training even further, P2PDisCo, described in PX, was developed to distribute
the computing needed in training NeuroSearch to hundreds of PCs. P2PDisCo is
a general distributed computing platform running on top of the Chedar middle-
ware.

A mobile extension to the Chedar network called Mobile Chedar was also
presented in Article PIX. Mobile Chedar was able to utilize resources from the
fixed Chedar network and to provide mechanisms for data streaming within the
network.

Even after the advances described in this dissertation, several research ques-
tions remain open. As the progress in the field of P2P networks is very intensive,
new research directions are guaranteed to appear. It follows that P2P networks
are bound to be an interesting research field for the foreseeable future.
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YHTEENVETO (FINNISH SUMMARY)

Suurin osa nykyisin käytössä olevista verkkopalveluista on suunniteltu käyttäen
asiakas/palvelin-mallia, jossa palvelinlaite käsittelee lukuisien asiakaslaitteiden
pyyntöjä. Asiakas/palvelin-mallia käytetään sen selkeän rakenteen ja helpon hal-
littavuuden vuoksi. Asiakas/palvelin-malli ei kuitenkaan sovellu kaikkiin käyt-
tötilanteisiin mallin heikkouksien vuoksi. Mallin mukaan toteutetut järjestelmät
skaalautuvat usein huonosti suuriin käyttäjämääriin ja vaativat kalliita alkuin-
vestointeja. Järjestelmät ovat myös alttiita niiden vakautta uhkaaville tekijöille
järjestelmän keskitetyn luonteen takia.

Näitä ongelmia voidaan ratkoa käyttämällä vertaisverkkomallia verkkopal-
veluiden suunnittelussa. Vertaisverkko on tietoverkko, jossa verkon kaikki toi-
mijat ovat tasa-arvoisessa asemassa ja voivat toimia sekä palvelin- että asiakas-
laitteina eli voivat sekä tarjota että kuluttaa verkon palveluita. Vertaisverkkojen
hajautetun luonteen ansiosta vertaisverkkojärjestelmät eivät yleensä kärsi näistä
ongelmista. Eduistaan huolimatta vertaisverkot eivät sovi kaikkiin käyttötarkoi-
tuksiin, sillä niiden hajautettu luonne luo erityyppisiä ongelmia. Esimerkiksi re-
surssien löytäminen vertaisverkosta on vaikeaa, koska verkossa ei ole keskitettyä
rekisteriä resursseista, vaan ne sijaitsevat hajallaan verkossa.

Tässä väitöskirjassa, jonka otsikko on "Menetelmiä ja sovelluksia vertais-
verkkokäyttöön", tarjotaan ratkaisuja vertaisverkkojen ongelmiin ja uusia mene-
telmiä vertaisverkkojen toiminnan tehostamiseen. Tavoitteena on siis laajentaa
perinteistä vertaisverkkojen käyttöaluetta. Tämän lisäksi väitöskirja esittelee ver-
taisverkkoja hyödyntäviä sovellusprototyyppejä sekä sovellusideoita. Väitöskir-
jassa esitellään myös useita tutkimuksen avuksi kehitettyjä työkaluohjelmistoja.
Väitöskirjassa esiteltyjä tuloksia voi hyödyntää uudentyyppisten verkkopalve-
luiden ja palvelualustojen kehityksessä.
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In both academia and industry, peer-to-peer (p2p) applications have attracted great at-
tention. This paper introduces and implemented a novel location-based multimedia appli-
cation, the Multimedia Traveling Journal application (PhotoJournal) that employs the p2p
paradigm and enables location-based content sharing among mobile users.

I. Introduction

The Web and Internet have been catalysts for the cre-

ation of collaborative applications and tools. On-line

collaboration has been enriched with new applications

and tools for sharing and experimenting with multi-

media data in a synchronous or asynchronous man-

ner, such as YouTube and Flickr. These technologies

have allowed the formation of new types of social net-

works, interactions, and online communities. We an-

ticipate that in the near future mobile devices that have

the processing, communication and geolocating ca-

pabilities will enable seamless integration of services

combining media sharing and geographical tagging.

The Multimedia Traveling Journal application

(PhotoJournal) applies the peer-to-peer (p2p)

paradigm to share location-based content among

mobile devices. It also enables users to build inter-

active multimedia journals that associate multimedia

objects such as pictures, video, or hypertext, with

locations on maps. The PhotoJournal is supported

by a middleware with two main components, namely

a positioning and an information discovery system.

The underlying positioning technologies are GPS and

Cooperative Location-sensing System (CLS) [1, 2].

7DS [3] enables information discovery and sharing in

a p2p manner. Section II focuses on PhotoJournal
and briefly introduces CLS and 7DS, while Section

III summarizes our main conclusions and future work

plans.
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II. Architecture of PhotoJournal

In general when an application requests a data object,

7DS first checks its cache, and if the data is not avail-

able, it tries to acquire it from the Internet. If the lo-

cal web client fails to connect to the Internet, the lo-

cal 7DS instance multicasts a query about that object

in the wireless LAN. Figure 1 summarizes the main

components of the location-based media sharing sys-

tem, namely the PhotoJournal application, 7DS and

CLS.

Figure 1: The architecture of a location-based media

sharing system.

Through 7DS, PhotoJournal allows peers to share

files associated with certain locations. The multime-

dia files and maps are stored in the cache of the local

7DS instance. A user can add multimedia objects to

a certain point of the map by clicking on the map and

browsing the image files corresponding to that loca-

tion. Moreover, the user can add, modify, or delete

comments on a certain multimedia file, and rate its

content. A multimedia file can be set public or private,

while only public files are shared with other peers.

The PhotoJournal searches other 7DS peers for

multimedia files associated with a given area marked

on the map by the user. It forms a 7DS query and mul-
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Figure 2: PhotoJournal can superimpose multimedia

objects at their locations on a map. A marker indicates

the number of files associated with that location.

Figure 3: A user can mark the area for which multi-

media objects are requested.

ticasts it to other 7DS peers. Furthermore, it maintains

and displays a list of neighboring 7DS peers, updat-

ing it periodically. A user may then select the 7DS
peers from which the application retrieves the files as-

sociated with the predefined area, stores them in the

local cache and displays them on the map (as illus-

trated in Figures 2 and 3). Areas on the map associ-

ated with multimedia files can be distinguished by a

marker that also indicates the number of the available

relevant files. Moreover, the queries are formed using

location-based or rate-related criteria. The response

of a peer includes the multimedia files and reviews.

As shown on Figure 3, a web browser is the fron-

tend of PhotoJournal. It consists of a map frame on

the right and a photo bar on the left side of the win-

dow. Its backend runs on 7DS. It receives all queries

from the frontend through 7DS’s proxy server, and

supports the typical 7DS functionality by adding or

deleting photos, querying photos from 7DS neighbors

or handing out photos from the local cache. 7DS can

also cache map files, enabling the application to work

without an Internet connection.

If the device has a built-in camera, users can take

photos and videoclips and upload this information

along with position traces (produced by GPS or CLS)

to the PhotoJournal which can automatically asso-

ciate the multimedia files with the user’s current po-

sition. The PhotoJournal can automatically superim-

pose the uploaded content on an appropriate map by

matching the timestamp of the content of the multi-

media files with the timestamp of the GPS/CLS trace.

Furthermore it locates them on the map, and updates

its local 7DS cache.

CLS is a novel location sensing system that employs

the p2p paradigm and a probabilistic framework to es-

timate the position of wireless-enabled devices in an

iterative manner. CLS can incorporate signal-strength

maps of the environment to improve the position es-

timates. Such maps have been built using measure-

ments that were acquired from access points and peers

during a training phase. Periodically, CLS can refine

its positioning estimations by incorporating newly re-

ceived information from other devices.

At run-time, the local CLS instance acquires signal-

strength measurements from peers, constructs a run-

time signature, and compares it with the ones that

have been generated during the training phase. For

the comparison, it employs confidence interval-based

and percentiles-based criteria.

CLS adopts a grid-based representation of the phys-

ical space; each cell of the grid corresponds to a phys-

ical position of the physical space. The cell size re-

flects the spatial granularity/scale. Each cell of the

grid is associated with a value that indicates the like-

lihood that the node is in that cell. These values are

computed iteratively using one of the following two

approaches, namely a voting algorithm and a particle

filter based model.

In the voting process, a local CLS instance casts

votes on cells of the grid based on measurements re-

ceived from peers. A signature associates each cell

of the grid with a vector of statistical information of

the RSSI values that were recorded from messages re-

ceived from those peers during the training and run-

time phases. The algorithm assigns a weight at each

cell depending on the similarity of the training and

runtime signatures. The cell with the highest weight

is the one that CLS reports as the user’s position.

The CLS particle-filter based approach can be for-

mulated in probabilistic terms as the problem of de-

termining the probability of a node being at a certain

location given a sequence of signal strengths. Assum-
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ing first-order Markov dynamics, the above problem

can be expressed using the network graph depicted in

Figure 4, where xk is the node location (system state)

at time instant k = 1, . . . , T . xk cannot be observed

directly (it is “hidden”). Yet, for each location xk, a

measurement vector yk (signal strength) is available

that depends on the hidden variable according to a

known observation function.

x2 x3 xT

y1 y2 y3 yT

x1

Figure 4: Clear circles indicate hidden state vari-

ables, grayed circles indicate observations, horizontal

arrows indicate state transition functions and vertical

arrows indicate observation functions.

Due to the Markov assumption, each node loca-

tion, given its immediately previous location, is con-

ditionally independent of all earlier locations, that is

P (xk|x0, x1, . . . , xk−1) = P (xk|xk−1). Similarly,

the observation at the k-th time instant, given the cur-

rent state, is conditionally independent of all other

states P (yk|x0, x1, . . . , xk) = P (yk|xk).
Based on the this model, location-sensing can be

formulated as the problem of computing the location

xk of a node at time k, given the sequence of obser-

vations y1, y2, ...yk , up to time k, that is, determin-

ing the a posteriori distribution P (xk|y1, y2, . . . , yk),
using particle filters. To generate and maintain the

particles, we utilize the Sampling/Importance Resam-

pling (SIR) algorithm introduced by Rubin [4]. Ac-

cording to SIR, instead of sampling the true a poste-
riori distribution (which is not possible because this

distribution is not available in closed form), parti-

cles are drawn from the so-called proposal distribu-

tion π(xk|y1, y2, . . . , yk). To compensate for this dif-

ference, each particle s(L) is also assigned a weight

w(L), which is computed, according to the Importance

Sampling Principle: w
(L)
t = P (xk|y1,y2,...,yk)

π(xk|y1,y2,...,yk)
The performance of CLS was evaluated in Telecom-

munication and Networks Laboratory at FORTH, an

area of 7x12m2 and a median location error of 1.8m

was reported [2].

III. Conclusions

This implementation of PhotoJournal has adopted a

p2p architecture. We are implementing a more cen-

tralized approach for thin devices (e.g. smart-phones)

in which a client acquires and sends the multimedia

files to a webserver. The hybrid architecture facilitates

both the centralized and p2p approaches, enabling de-

vices to acquire the data either from a web-server or

another peer. We are in the process of deploying a

testbed in an aquarium and perform user studies. Fur-

thermore, we will evaluate the delay and scalability of

these architectures via empirical-based measurements

and simulations.

Privacy plays a critical role in the adoption of mo-

bile peer-to-peer computing applications. 7DS-like

systems facilitate sharing among devices in different

types of environments. However, depending on the

application and usage peers may have different pri-

vacy requirements. Currently, 7DS offers a crude dis-

tinction between private and non-private objects and

a finer description of the privacy requirements is re-

quired.

Mobile p2p computing is a relatively new technol-

ogy, not yet proven in the research community and

industry. A fruitful approach would be to develop a

general infrastructure for mobile peer-to-peer appli-

cations, build some robust applications, and extract

a toolkit that other new applications could use. Our

group sets the directions for exploring this technology

further.
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Abstract- During the last years progress in web search engines 
has been made to the point that relevant information can be 
reached easily most of the times. However very little empirical 
research has been carried to study web search in highly dynamic 
social network environments composed of mobile devices. The 
aim of this work was therefore to investigate novel approaches 
that took advantage of the social network environment inherent 
to mobile peer-to-peer paradigm. The work focused mainly on 
the development of a prototype for Mobile Search concept. The 
prototype was built on top of Drupal content site management 
system. This study suggests that the methods presented can be a 
complement to traditional web search engines. 

I. INTRODUCTION 

Mobile phones' computational power has been improving 
approaching the capabilities of general purpose computers. 
Nowadays it is possible to host a web site on a mobile device. 
It is also expected that the number of mobile web sites will 
outnumber the static web servers [17]. 

Mobile phones possess an extra set of concerns that are not 
present in normal web servers (e.g. Personalization; 
Interactivity; Location and context dependence; Dynamicity) 
[17]. Those concerns can be further expanded by taking into 
consideration the social network formed by the contacts in the 
address book. This fact introduces paradigm shifts in relation 
to the Peer-to-Peer web search paradigm and the traditional 
centralized search approach. 

Recently, there has been a growing interest in how to 
explore the mobile phone capabilities in the web search 
context and how to merge them with existing phone 
functionalities [15,17]. However the research has tended to 
focus on centralized approaches or Peer-to-Peer web search, 
rather than on the Peer-to-Peer web search in the social 
network context. The purpose of this article is to present 
different strategies that take advantage of  the described type 
of an environment and extend the current web search 

mechanisms giving the end user new possibilities of exploring 
information.  

In the future it will be common to have a web server 
running in mobiles devices. This represents a shift in normal 
web servers’ webware. The biggest change is the possibility of 
users to freely manage their own content without being 
restricted by third parties. There is a need to categorize 
content in different ways in order to create new forms of 
navigation and search. 

The content in mobile phones can be divided in two distinct 
logical groups: dynamic and static. Dynamic content usually is 
unique and generated by the mobile phone sensors. Static 
content on the other hand is not context dependent and is 
generated by the user. Both types of content can be easily 
replicated. Usually dynamic content can be easily 
characterized by tags, although static content can be 
categorized in a similar way. Content is distributed to 
overlapping data islands. Each user may belong to several data 
islands simultaneously because each user is connected to users 
who belong to different interest groups (even unknowingly) 
[5]. The connections are created based on the address book 
contacts forming presumably a power law graph [5]. It's 
assumed that the nearest neighbors of a node have higher 
probability to own relevant content to that node.  In the 
information searching context it is important to have an ability 
to search through relevant data and take advantage of the 
overall network topology. 

The article is structured as follows. The motivation behind 
the need for Mobile Search is presented in section II. Section 
III continues with the core concerns and major differences 
between this type of search and traditional centralized web 
search. Subsequently in section IV a brief description of the 
prototype is given and the related work within the topic is 
reviewed in section V. Finally, section VI describes the future 
work and section VII concludes the paper. 
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II. MOBILE SEARCH  

This section describes a system for Mobile Search. The 
system is based on pure Peer-to-Peer architecture and it offers 
scalability, efficiency, resilience to failures and privacy at a 
higher degree than current centralized solutions. [4] 

To take advantage of the portrayed scenario a new set of 
concepts were introduced. One is how to navigate through the 
data in a social network. Social network’s connections are 
determined from an address book of a mobile device. Users 
search one graph level of their social network at a time usually 
starting from their neighbors. However, users may also start a 
query anywhere in the social network. Every time a user 
issues a search query the mobile device forwards it to all its 
neighbors. The neighbors answer back by returning a result set 
and a list of their neighbors. If the user who issued the query is 
not satisfied by the results he can always ask new results from 
the next level neighbors as long as there are non-visited nodes 
in the network. This concept was named manual multi-
hopping. In manual multi-hopping the user needs to select 
which of the non-visited nodes will be used for querying the 
next level. Manual multi-hopping can be extended to 
automatic multi-hopping if an algorithm is used to sort which 
of the non-visited nodes to query further thus avoiding the 
need for user decision. One example of such algorithm is only 
to forward a query to neighbors of the nodes that previously 
returned results to that query. Automatically sorting the non-
visited nodes leads to tradeoff between search accuracy and 
easiness of searching suggesting that both manual and 
automatic multi-hopping should be available for the user. 

Another way of navigating is by searching neighbor content 
tags and getting the result set composed by the content links 
with the tags and the list of next level neighbors. Tags work as 
links between content categorized similarly. At each hop the 
user gets the list of contents tagged in a similar way by nodes 
in its neighborhood.  

The Mobile Search system can be divided to two logical 
parts: local web search engine and meta crawling. Local web 
search engine is a search service, which manages the search 
index of a mobile device. Meta crawling term refers to a 
search service, which uses other local web search engines for 
getting the results and then combines different result sets into 
one. The part responsible for the meta crawler gets it’s results 
from direct neighbors. The way the results are presented can 
always be changed thus the mobile device bears the load of 
processing the returned references. Any specific method to 
sort out the references in certain order can be employed. For 
example more relevance can be given to results from a certain 
source so they appear first in the result list. There is also the 
possibility to merge different types of mobile phone data with 
different type of content. For example user A may search for 
user B's meetings and after getting the results he may merge 
the results with his own agenda and display the meeting 
locations on a map. 

 The local web search engine gives a user the power to tailor 
the search results to his/her own needs. The search index can 

be updated every time the content changes. The user may 
allow certain information to be only searched by a specific 
group of users or to influence certain query results in a certain 
context. This feature allows users to create groups of trust. 
They can decide which information source is more relevant to 
them in different contexts. Also the level of privacy and who 
to trust is determined by each node following the motto: “I 
only display what I want to who I want”. 

III. COMPARISON 

It may be pointed out that centralized solutions have a 
single point of failure, load balance and trust issues and may 
censor certain entities [11]. Although nowadays they have 
grown incredibly robust. One main advantage of Mobile 
Search is the total independence of the nodes. The system can 
operate without any central server and system load is fully 
distributed. Each node is responsible for processing the 
queries and search requests. 

For example Google presents in its back end a highly 
scalable architecture [3] but it cannot address the premise that 
our friends are more likely to have interesting results to us and 
may not even be connected or linked to our content [8]. In this 
scenario the hyperlink concept is expanded by the network of 
connections formed by the mobile phone’s address book. 
These types of links enable the blend of several groups of 
interest along the network. In several situations the link web 
structure of documents doesn't portray possible relations 
between people [10]. 

The search space indexed by centralized solutions is limited 
because central servers have limited crawling capacity. Index 
of a centralized solution can thus be characterized as one large 
result set. Also, crawling cannot easily find content without 
external references. In contrast, decentralized social network 
search consists of multiple small result sets, does not have 
indexing limitations and does not need external links to point 
out the content. Non-referenced content can be found by 
finding a neighbor of the owner of non-referenced content. 
Thus decentralized search potentially provides more results 
than centralized solutions when user continues navigating the 
social network further. However, queries executed in 
immediate surroundings of the querying node usually result in 
fewer and more accurate results than centralized solutions. 

Web search engines do not allow tailoring results to 
individual needs. For example user A only wants to display a 
specific result list to a certain query from user B. Centralized 
solutions provide an efficient way of finding popular content 
but lack the ability to find more personal/social proximity 
content [8]. This situation is evident in a corporate setting 
where many documents are not available to the outside world.  
Other type of personal/social proximity content that is not 
indexed by web search engines is mobile phone data. One 
example is searching for a phone number or meeting 
information that is available in one of our neighbors. This 
capability avoids the use of third entities (e.g. number services, 
central servers) and enhances the information availability.  In 
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the other hand Mobile Search due to the topic oriented 
network nature is not suited to find popular content. 
Conversely, it's a powerful mechanism in restricted topic set 
environment [8]. 

 One major issue of Mobile Search in relation to the 
centralized approach is the quality of the results returned. 
Different sites may have different criteria to classify and rank 
information. This poses a problem how to merge the different 
results sets returned for a query [12]. In the other hand, this 
can highly increase the quality of the results in some scenarios. 
For example in a work context user A can give more weight to 
Document X in searches made by users from the workgroup 
because that document is more relevant to them.  

Other issue is the high number of neighbors and free riding. 
Those factors are a risk to network traffic. They can be 
overcome first by limiting the search query to a pre-selected 
group of users and second by only returning back neighbors 
who have a higher probability of having meaningful content. 

Centralized solutions update their index when content is 
crawled whereas in Mobile Search the owner can index the 
searchable content whenever he/she desires. This leads to up-
to-date result sets without any increase in network traffic. And 
as long as the user sets the permissions for different content, 
other users authorized to view that content can find it without 
knowing the exact location. With centralized solutions 
everyone has to trust a single entity allowing possibilities for 
censorship or pressure from external entities. 

IV. DRUPAL PROTOTYPE 

Drupal was used as a test platform for Mobile Search. 
Drupal is an open-source content management system. It 
allows managing and publishing several types of content. The 
meta crawler described in section II was built as a weakly 
coupled component on top of Drupal local web search engine. 
This component allows automatic multi-hopping and result 
interleaving. 

The current implementation is single threaded because 
Mobile Apache doesn't support multiple threads [15,16].  
Drupal tac_lite module and Drupal module were also used as 
fundamental elements in the prototype. These modules allow 
setting content access rules and to process user authentication 
in distributed fashion without any central servers. 

An extra component that allows to do queries to local 
mobile phone content such as location, address book and 
meeting data was implemented. This feature was built as a 
proof of concept. However, the prototype is also able to gather 
search results from unmodified Drupal web sites. 

One drawback during the elaboration of the prototype is 
related to the single-threaded nature of the meta crawler. This 
can have a negative impact on response time because site 
crawling is done in a serial way. A multi-thread 
implementation would speed up the system considerably. 

V. RELATED WORK 

The concept of Peer-to-Peer web search has been harnessed 
before in the literature. Different approaches [2,8,13,14,20] 
have been tried before. Although these studies tended to focus 
on Peer-to-Peer web search, rather less attention has been paid 
to how to take advantage in this scenario of mobile sites' 
concerns and integration in the social network context. 

Mislove et al. [8] studied how to integrate social network 
search with web search in order to complement search results. 
Also, how content publishing and locating influence the 
overall searching experience in the web perspective and in the 
social network context is discussed. Supported by the 
experiment made with PeerSpective prototype, [8] points out 
flaws in the traditional hyperlinked search like the difficulty of 
web search engines to index content not well linked to the 
general web or that is not publicly available. Similar to Mobile 
Search, [8] presents the idea that social networks, due to data 
islands formed by user communities, can lead to more timely 
and efficient searching experience. 

Like in our work, [8] gives special importance to social 
network links but leaves as an open topic how the underlying 
social network links are formed. In Mobile Search social 
network structure is automatically defined by the mobile 
phone address book contacts and can be enhanced by linking 
content neighbor tags every time a search is performed. 
Ultimately, the Mobile Search presents the possibility of 
creating a virtual multi-level content social network. The 
mechanisms described in [8] could also be adapted and 
incorporated into Mobile Search. 

Bawa et al. [2] introduce YouSearch, which allows 
searching dynamically changing content from personal web 
servers. YouSearch differs from Mobile Search approach by 
having a centralized server (registrar) for storing bloom filters 
of indexed keywords. This introduces a need to update bloom 
filters periodically to accommodate changes in content of the 
peers. Mobile Search is designed for mobile devices with a 
limited battery and therefore periodically occurring updates 
needs to be avoided. According to the calculations in [2] one 
registrar could serve approximately 10000 peers with a 1,5 
Mbps network connection. In Mobile Search such an entity is 
not needed, because all functionalities are decentralized. 
YouSearch uses caching for storing search results on a 
querying peer to avoid re-executing a similar query later. This 
is a feature which could also be applied in Mobile Search. 

Concern Centralized�solutions Mobile�Search 
Load centralized/single�

point�of�failure 
highly�
distributed 

Trust censorship/pressure�
from�external�entities 

highly�
distributed 

Search�
space�

billions�(single�set) hundreds� to�
billions�(multiple�
different�sets) 

Index�
update 

days�to�months every�second 

Content�
type 

popular personal/social�
proximity 
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Finally, YouSearch does not take into account social network 
connections and therefore searching needs to be explicitly 
directed to different groups or to specific registrar. This 
reduces the flexibility of searching. 

Zhou et al. [20] states that the evaluation of resources by 
human users is more important for search quality than the 
traditional machine based approach. They present a novel 
page ranking algorithm - Peer-Rank. In this paper a simpler 
version to rank remote results is presented. First of all, in the 
problem context described in this study it's assumed that the 
content on the mobile phone can be divided in two sub-types: 
dynamic/unique (photos taken with mobile phone camera) and 
static/common (music files). It will be rare to have different 
sites returning the same content. Secondly, it's also supposed 
that the majority of the content will be dynamic/unique due to 
the nature of mobile phone. Furthermore, each mobile site can 
employ its own human/machine based methods to rank results. 
With these details in mind two ways of ranking the results are 
proposed: Explicit (Tagging content) and Implicit (Machine 
based methods). 

Galanx [14] focuses on query forwarding in Peer-to-Peer 
web search context. Traditionally Peer-to-Peer web search 
studies try to "emulate" the behavior of centralized solutions. 
Those approaches are completely orthogonal to the one 
presented in this paper. One of the main concepts derived 
from the social network environment is the ability to navigate 
through neighbor sites and explore them like in a common 
social network site where users are able to follow friends' 
links and explore them. In this case links are created based on 
the search results. If users are not satisfied with the results 
they can always jump to the next set of nodes and continue 
searching. In the Galanx case, like in a centralized web search, 
only a set of results is provided and the users are unable to 

explore the network by themselves. The sites are presented as 
fully separated entities, although they can have hyperlinks 
between them allowing partial network navigation. 

The query forwarding mechanism of Mobile Search can be 
described as a directed breadth first search with manual 
iterative deepening. The algorithm is similar to the one 
described in [19] and [6] with the exception of using manual 
iterative deepening. A search is only continued if the user is 
not satisfied with the results. 

Other major source of inspiration was the social network 
tagging system. Similarly the same principle was applied to 
the system with minor modifications. Users are able to tag 
content freely. Some predefined tags related with mobile 
phone concerns will be always available (e.g., photo location). 
Generally user tags have only a local significance in the 
network [9]. The predefined tags try to create general tags 
present all over the network enhancing the navigation. Each 
time a user in a site can search for neighbor tags and navigate 
through them like in the normal web search presented in this 
report.  

VI. FUTURE WORK 

The concept of Mobile Search can be easily expanded and 
integrated as an extension to existing systems. 

Query forwarding algorithms should be considered in order 
to minimize several problems like free riding [1] though in a 
different setting than previous studies. Algorithms like Ant 
search [18], K-Random walk, Expanding Ring and hybrid 
approaches should be considered.  

Other way of extending the Mobile Search functionalities is 
by creating different ways of accessing the same content. 
Information could be accessed by a search result or by 
different entry point. An entry point is a link to a specific 

Figure 1. Tagging Concept 
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content. Tags are an example of creation of different entry 
points. A different way of creating an entry point is by 
merging different types of data. 

Figure 1 shows an example of the tagging concept. The 
mobile phone represents the source node who issued a query 
searching for the tag Portugal. The figure represents the results 
returned by the neighbor nodes in different network levels 
(each image corresponds to a neighbor who returned a result). 

For example if the source node issued the query Portugal it 
would obtain six results. If then the user chooses to navigate 
by the tag Lisboa he would get one result (the trolley image). 
If instead the user chooses the keyword Portugal he would get 
three results (the trolley, the caravel and Figo). 

Mobile Search enables the creation of multi-social network 
fusion. With the Mobile Search the user doesn't need to know 
exactly where the different entry points are. The returned 
results will allow exploring vicinities following the links of 
the different tags or by asking for new results. The same user 
may present in its own site several data related to it's own 
interests. Certain data may only be available to a specific 
group of users. The data also may be presented in different 
ways for different groups. These features could be particularly 
valuable in an enterprise setting. One example would be a 
fully distributed enterprise portal [10] using the technology 
described in this paper.  

Other feature worth exploring is adaptive ranking. 
Historical behavior of users who conducted similar searches or 
may have a similar role in an organization may be used to 
boost document rating. This concept may be expanded if more 
data is available by creating a profile to generate suggestions 
for documents based on user context and role in that particular 
social network [10]. 

All those features can be tweaked at different granularity for 
different group of users that access the system. For example a 
user may only generate profiles of work mates in order to 
make suggestions. 

Other topic of interest is the usability of search results, and 
new paradigms of displaying different types of information 
and user interaction. Current Web2.0 may not be fully suitable 
for mobile device paradigm of interaction. This could also be 
an excellent opportunity to use a query language applied to 
this type of systems for example an adaptation of webSQL [7]. 
This would likely create a bigger interoperability and 
homogenization in this type of systems with easier 
deployment of new functionalities. 

VII. CONCLUSIONS 

Mobile Search complements traditional web search engines. 
It gives the user means to explore the neighbors’ contents by 
traveling to the friends network topology. It covers a multitude 
of environments not covered by the centralized solutions.  

One of the main advantages in relation to current 
centralized social network sites is the possibility to manage 
the site without interference from an external entity. Currently  
in a normal social network site a user can only display or use 

modules made available by a third entity. Due to this 
characteristic it is possible to merge different network sites 
that cover different topics and create a social network "melting 
pot". Each user can have what type of content he/she wishes in 
the site and display different content for different users. 

This type of system is better suited for mobile devices due 
to the “always on” characteristic [18]. Content can be always 
updated on spot. 

Mobile Search has an enormous potential to evolve and 
become a major tool in knowledge management technology. 
Adaptive Ranking, Role-based Recommendations, Locating 
Experts and Communities [10] can be taken to extreme. To 
sum up Mobile Search can be used to enhance the ability to 
search for critical information.  
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Abstract. This paper presents an indoor positioning system based on
FM radio. The system is built upon commercially available, short-range
FM transmitters. The features of the FM radio which make it distinct
from other localisation technologies are discussed. Despite the low cost
and off-the-shelf components, the performance of the FM positioning is
comparable to that of other positioning technologies (such as Wi-Fi).
From our experiments, the median accuracy of the system is around
1.3 m and in 95% of cases the error is below 4.5 m.

Keywords: Indoors positioning, FM radio, location awareness.

1 Introduction

Location awareness is an important requirement for many modern applications,
spanning from mobile maps and geotagging to Internet of Things and health-
care. The Global Positioning System (GPS) is most widely used for location
sensing, but it is limited to outdoors-only applications. A body of research has
addressed indoor positioning using different technologies, like ultrasound and
infrared beacons, Wi-Fi and GSM networks, or other types of radios [1]. Most
of these systems are limited in terms of expensive/custom hardware, laborious
deployment or low accuracy.

Our paper explores the applicability of short-range FM radio transmitters
for indoor positioning. We have installed our FINDR (FM INDooR) positioning
system in our lab and this paper presents performance evaluation results of the
system as well as an overview of particular properties of FM radio with respect
to localisation.

FM has a number of advantages over other positioning technologies, like
Wi-Fi. Firstly, although Wi-Fi infrastructure is readily available in office build-
ings, the installation of a localisation system in domestic environment requires
additional hardware. In this case, FM is a cheaper alternative to the deployment
of multiple Wi-Fi access points per apartment. FM transmitters are cheaply

C. Giannelli (Ed.): Mobilware, LNICST 0007, pp. 15–26, 2009.
c© Institute for Computer Science, Social Informatics and Telecommunications Engineering 2009
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available from many consumer electronics shops; the client device can be rep-
resented by a PDA or a cellphone with an embedded FM receiver. Secondly,
FM radio can be safely used in sensitive environments, e.g. hospitals, whereas
GSM, Wi-Fi or Bluetooth devices must be switched off there. Finally, FM is
very power-effective: an average FM receiver consumes about 15 mW, compared
to almost 300 mW of Wi-Fi (in receiving mode) [2, 3].

The paper is organized as follows. Section 2 provides and overview of the
related work. Section 3 then introduces our approach and our experimental
testbed. Section 4 presents results pertaining to performance evaluation of
FINDR, while Section 5 describes the possible application scenarios of the sys-
tem. Finally, Section 6 draws the conclusions and outlines the future work.

2 Related Work

2.1 Wireless Positioning Techniques

In the last decade, a large body of research has been dedicated to the develop-
ment of location-aware systems. Indoors positioning systems rely on several types
of sensors: ultrasound [4, 5], infrared (IR) [5, 6], digital compass [4], RFID [7],
and various kinds of radio: Wi-Fi [8, 9], GSM [10], Bluetooth [11], domestic pow-
erline [12, 13], and others [14, 15]. Such systems usually rely on one or a number
of the following criteria: user proximity to some fixed beacons, time of signal
propagation, and received signal strength. In the sections that follow we briefly
describe each of these approaches to localisation.

Proximity-Based. Given an environment with a number of beacons with
known positions, the algorithm assumes that the user’s position is that of the
nearest beacon. Due to its simplicity, the method is widely adapted by the sys-
tems using custom radio beacons [15], as well as Bluetooth [16], IR [5] and GSM
base stations [17, 18]. Unfortunately, the accuracy of such systems is low and
depends on the density and the number of installed beacons.

Time-Based. Time-based methods use information about signal propagation
time between the mobile device and beacons with known positions, in order
to estimate the position of the mobile user. The most prominent example of
this class of methods is GPS. Using the signals from a set of GPS satellites, a
basic GPS receiver is able to compute its position with the accuracy of about
8 m [19, p. 22]. However, GPS has long start-up times (up to a few minutes) and
does not work indoors and in dense urban areas, which limits GPS’s applicabil-
ity for ubiquitous location-based services. Ultrasonic localisation systems, like
Cricket [4], also rely on the travel time of an ultrasound pulse. While provid-
ing a good accuracy, time-based systems usually require custom hardware and
expensive installation.
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Signal Strength-Based. There are two general positioning approaches that
use Received Signal Strength Indication (RSSI), namely propagation modelling
and fingerprinting. The first approach attempts to build a model of the signal
propagation in the space in order to identify the distance between the user and
beacons. The fingerprinting approach, in turn, relies on a database associating
RSSI measurements with corresponding coordinates and then uses statistics and
machine learning algorithms in order to recognize user position among those
learned during the training phase. RSSI-based methods are the most powerful,
as they can provide a rather high accuracy with a few beacons.

One of the pioneering projects in RSSI-based positioning was RADAR [20].
The authors applied both propagation modelling and fingerprinting within a
Wi-Fi network, and, with some enhancements, the system error was as low as
2 m [8]. With more advanced probabilistic methods, the median error of a Wi-Fi
based system can reach 1.2–1.45 m [9, 21]. RSSI fingerprinting has also been
successfully applied for indoor localisation using GSM base stations. In [10], the
authors employed so-called wide fingerprints, which included RSSIs of up to 35
GSM channels, and thus managed to achieve a Wi-Fi-like median positioning
accuracy. However, the topology of a GSM network can be changed at any time
by the network operator, thus requiring system recalibration. [12] proposed a
more reliable approach for indoors positioning. In their system, two beacons were
injecting high-frequency signals into domestic powerline. These signals could
then be detected by a specialised receiver and associated with the user’s location.
An extended, wideband version of the system achieved a 90% accurate room
recognition [13]. Despite the easy installation, the system requires specialised
hardware with limited availability.

To the best of our knowledge, there is only one work dedicated to positioning
with FM radio. [14] described their experiments on using prototype hand watch
with an embedded FM radio, to localise using commercial FM broadcasting sta-
tions. The authors applied a Bayesian classifier to distinguish six areas of Seattle,
based on RSSI ranking of the local FM stations. In the best case, the recognition
accuracy was 82%. Although the paper does not provide any information about
error distances, the system accuracy can be estimated as hundreds of meters to
kilometers, which renders it impracticable for indoor environments. Our system,
instead, is based on readily available hardware and is particularly suitable for
indoor use.

3 FM Positioning

3.1 Our Approach

The FINDR positioning system employs a set of short-range FM transmitters
as wireless beacons and a programmable radio on the client device. Most of the
beacon-based positioning technologies have two general requirements: measuring
of user to beacon relative position and the ability to distinguish different beacons.
In the next two sections we identify possible solutions how FM radio can address
these requirements.
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Relative Position-Dependent Features. The relative position of the user
with regard to a beacon can be characterised by angle between directed antennas,
signal propagation time and RSSI. For the FM positioning, we have identified
three features that can be used as a measure of distance between the beacons
and the user.

The first feature is RSSI, defined as the amplitude of the received radio-
frequency signal. Most of the current FM receivers employ RSSI value internally,
to enable auto-tuning capability.

When RSSI is not available, one can use the signal-to-noise ratio (SNR) of
the demodulated signal. In this case, the beacon is set to transmit a known
periodic signal (for example, a sine wave of 1kHz) and the receiver performs a fast
Fourier transform (FFT) of the demodulated signal, calculating the intensities of
different frequency bands. Then, the intensity of the band of interest is divided
by the average intensity of the all bands, thus representing signal-to-noise ratio.
A similar method was applied by [12] to an amplitude-modulated (AM) signal.
However, our experiments show that SNR of an FM signal is almost a step
function, which considerably limits applicability of this approach to FM-based
positioning (see Section 4.1).

There is also another feature that depends on the signal quality and, conse-
quently, on the distance between the transmitter and the receiver, namely, stereo
channels separation. In good reception conditions the stereo channels are well
separated, providing best sound quality. However, as the radio signal deterio-
rates, the receiver’s circuitry will start to reduce the audio bandwidth and thus
decrease channel separation in order to filter out the noise [22]. Ultimately, this
results in a plain mono signal.

Distinguishing Beacons. For a beacon-based positioning system it is crucial
to distinguish current beacon from the others. The beacons can be identified ei-
ther by their carrier frequencies or by the signals they transmit (e.g. coordinates,
ID, name, etc).

Unfortunately, due to the properties of FM, it is impossible to use the same
frequency for all beacons. Due to the so-called “capture effect”, when a num-
ber of stations transmit on the same (or close by) frequency, the signal from
the strongest one will dominate the others, while the weaker signals get atten-
uated [23]. Therefore, in our experiments we had to tune each transmitter to a
different frequency and switch between them at the receiver side. Despite this,
no special network planning is required for larger-scale deployments to avoid
beacons interference, as any distant interfering beacons will not be observed due
to the capture effect.

3.2 Experimental Setup

The FINDR was evaluated with empirical measurements in the Multimedia,
Interaction and Smart Environments (MISE) lab of Create-Net [24]. The room
dimensions were 12 x 6 m, and the room contained ordinary office furnishing.
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Fig. 1. Floorplan of the measurement area. The antennas mark the positions of the
three transmitters and the dashed lines mark room furniture.

Fig. 2. MP3 player with an embedded FM transmitter, connected to power adapter.
The antenna is not connected.

Figure 1 presents the layout of the room. A grid of 1 x 1 m cells was created for
testing, and measurements were carried out in all accessible points of the grid
(totally 46 points).

The receiving device used in the tests was a Nokia N800 Internet Tablet. The
N800 is an based on an ARM processor and features a built-in FM receiver.
The N800 is running an open, Linux-based operating system, so developing low-
level custom applications for the device is relatively easy. The prototype locating
software was programmed in Python and used the PyFMRadio-library to tune
the FM-receiver to each of the transmitter’s frequency one after another and
read the signal strength from the FM-receiver hardware. The signal strength
was reported on a 16-step scale (normalized to range 0. . . 1) and was measured
300 times in a row for each frequency, with about 0.01 second between the
measurements. The standard N800 headset was used as an antenna.
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The transmitter used was a König mp3 player, which features a built-in FM-
transmitter (Figure 2) [25]. To increase the range of the transmitters, a 1.8-meter
audio cable was connected to the player’s audio output to act as an antenna.
Initially, the whole FM band was scanned and manually checked for frequen-
cies with little interference from local FM-radio stations. The transmitters were
then tuned to these frequencies. To avoid the effect of battery degradation, the
transmitters were powered by USB power adapters.

4 Results

4.1 RSSI Dependency on Distance

In order to estimate the feasibility of the FM positioning, we first carried out a
test to see which of the features discussed in Section 3.1 are more suitable for
positioning. Stereo channel separation method has not been implemented yet
and will be addressed in the future work.

The RSSI dependence on the distance from the transmitter is presented in
Figure 3. To avoid any interference from the testbed’s furniture, this test was
performed outdoors. The graph is relatively smooth and monotone starting from
0.5 m, and proves RSSI to be a good feature for positioning. Eventual plateau-
looking areas can be explained by the limited number of RSSI levels recognized
by our receiver.

Figure 4 corresponds to the indoors measurements and shows the RSSI from
each of three transmitters while the user was moving from Transmitter 1 to
Transmitter 3 (as of floorplan in Figure 1). The dependencies are not very
smooth, which is caused by the distortions from the furniture and multipath
propagation. Nevertheless, the general trends are clearly observable.

For the RSSISNR method, the transmitter was set to broadcast a continuous
dual tone multi-frequency (DTMF) signal for digit “1” (1209 Hz and 697 Hz).

Fig. 3. RSSI dependence on distance
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Fig. 4. RSSI variation while moving from Transmitter 1 to Transmitter 3, with Trans-
mitter 2 placed between them

Fig. 5. RSSISNR dependence on distance

At the receiver side, the audio signal from an FM radio was sampled by a laptop
sound card at 8 kHz sampling frequency and transformed to the frequency do-
main using 1024-band FFT. For each point, 32 spectra were recorded and then
averaged. RSSISNR was then calculated as follows:

RSSISNR =
band697Hz + band1209Hz

mean(all bands)
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The experiment discovered no clear dependency of RSSISNR from the dis-
tance to the transmitter (see Figure 5). In range from 0.5 m to 3.6 m the mean
RSSISNR value barely changed, between 3.6 m and 4.5 m it became unstable,
and then rapidly degraded to the noise level. Such a behaviour can be explained
by the capture effect, which improves the post-detection SNR for non-linear mod-
ulations (such as FM) when the pre-detection SNR is above a certain threshold,
“capture threshold”; below this threshold the SNR drops dramatically [26]. In
our case, the capture effect is complemented by the receiver noise-reduction cir-
cuitry which automatically mutes the audio output if the received signal is too
weak [2].

Thus, RSSISNR dependency on the distance is almost a step function due to
intrinsic properties of FM. Therefore, we did not consider RSSISNR for further
experiments.

4.2 2D Positioning

To estimate the FINDR accuracy in two-dimensional positioning, we have used
fingerprinting approach with two evaluation methods: leave-one-out validation
and an independent test set. In leave-one-out method, we sequentially selected
one of the RSSI measurements and excluded all the measurements related to the
same coordinates from the training set. The selected measurement was then used
as test data. It should be noted however, that leave-one-out evaluation tends to

Fig. 6. Error distributions for two-dimensional positioning
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worsen the actual positioning accuracy, as the classifier is unable to recognize the
class it has not been trained on (that is, the error distance is always greater than
zero) [20]. Besides that, in order to estimate the real-world system accuracy, we
have tested the FINDR on an independent data set collected by another person.

For classification, a k-nearest neighbour (kNN) method was used [27]. The
kNN classifier evaluates the distance from the test point to all the training
points, and selects the labels (classes) of the k nearest training points. From
these k labels, the prevailing one is returned as the classification result. For
our task, we employed the Euclidean distance measure. The optimal value of k
(k = 9) was selected by leave-one-out validation and then reused for cross-person
evaluation.

The error distance distributions for both approaches are shown in Figure 6.
The baseline performance is represented by a random classifier. The median ac-
curacy for the leave-one-out evaluation method is 1.3 m, falling to about 4.5 m at
95% confidence level. For the independent test set, 29% of places are recognized
correctly. The median accuracy is 1.3 m. Despite the long tail, caused by distant
outliers, in 95% of the cases the positioning error stays below 6.8 m.

4.3 RSSI Stability over Time

For a fingerprinting-based system, it is very important that the values measured
during calibration phase do not drift over time. Otherwise, the system accuracy
may diminish significantly, and the system will require recalibration. It has been
demonstrated, that many current fingerprinting-based systems are affected by
the signal stability problems [13, 28].

In order to estimate the stability of the FM signal strength in FINDR, we
placed a transmitter 4 meters apart from the receiver and left it recording the
RSSI over the weekend. However, in four hours the device ran out of memory
and only 1.7 million samples have been recorded. Their mean value was 0.57975
and the variance was 0.00097.

The RSSI distribution in Figure 7 proves the FM RSSI to be rather stable.
The two peaks are different by one quantization step only. There are about 4000
outliers, which constitute only about 30 seconds of the whole 4-hour dataset.
Note that the measurements have been done by a receiver that distinguishes only
16 RSSI levels; a more advanced receiver could improve both the distribution
detail and the positioning accuracy.

5 Application Scenarios

The need for finding one’s position has sprung up a number of technologies that
fulfil this purpose with varying degrees of success. While outdoor positioning is a
relatively mature technology (i.e. GPS), the indoor localisation has been proven
an interesting research challenge. The interest in indoor positioning has been fu-
elled by the potential it offers in creating novel applications that can span across
diverse domains. Applications ranging from locating lost keys within home, up



24 A. Papliatseyeu et al.

(a) Normal scale (b) Logarithmic scale

Fig. 7. RSSI distribution for 4-hour long measurements

to detecting mobility patterns of elderly that aid disease diagnosis, are made
possible by utilising technologies that offer relatively precise location informa-
tion, while considering the cost benefits. FM localisation method, described thus
far, is such technology that can give rise to a number of interesting applications.

Applications that make use of localisation can be found in the realm of social
sciences, amongst other domains. Localisation can be utilised to infer mobility
patterns of users. A study, described in [29], tracked location of 100.000 mobile
phones. Analysis of the data revealed that users have predictable mobility be-
haviour patterns, which authors were able to infer by analysing only half of the
data collected. However, this study was limited since location data was based on
GSM localisation, thus had a low granularity, typical of a GSM cell tower range.

FM localisation will allow analysis of data that has much higher localisation
granularity, by simply utilising a mobile phone with built-in FM receiver. This
information then can be used, not only to infer mobility patterns, but by using
the concept of group location, the social network of a user can also be deduced. In
other words FM localisation method will allow inference of human relationships,
for example colleagues that spent time in the same office, through analysis of
sub-room mobility patterns.

Naturally, localisation technology is applicable to a number of other domains,
including health care, where it can be used to aid elderly locate misplaced objects
(such as their mobile phone), or even deliver location dependent reminders -
locking the front door when entering the house for instance. These applications
can be enabled by a low-cost, sub room location solution, which FM positioning
is able to provide.

6 Conclusion

This paper presented the FINDR, an indoor positioning system based on FM
radio technology. The system is a low-cost solution that does not require any
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specialised hardware, thus is easily deployable. FM transmitters, used as beacons,
are easily available in the most of electronics shops. Virtually any cellphone or
PDA, with an embedded FM tuner can be used as a client device. FM receiver
is by an order of magnitude more power-efficient than Wi-Fi. The preliminary
results of the system evaluation show a median accuracy of about 1.3 m and
4.5 m at 95% confidence level that is favourably comparable to other state-of-
the-art positioning systems.

In the future we plan to conduct a more comprehensive evaluation of FINDR
using probabilistic classifiers and perform a same-environment comparison with
other positioning systems. These results will be applied to a number of previously
described application domains.
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ABSTRACT
PhotoJournal is a novel location-based media sharing appli-
cation that enables users to build interactive journals that
associate multimedia files with locations on maps and share
this information with other users. Its underlying informa-
tion discovery and sharing mechanism is 7DS that runs in
either pure peer-to-peer or centralized server-to-client mode,
depending on the availability of a server and/or an infras-
tructure. 7DS-enabled devices act as miniature caches, shar-
ing information with each other. When access to an informa-
tion server (e.g., web server) is not available, the local 7DS
instance running on the device enables the device to search
and access information from other peers in proximity. We
have implemented the prototype and evaluated the delay to
access the data using three testbeds. Two of these testbeds
employ a centralized (server-to-client) architecture, while
the third one applies the peer-to-peer paradigm. Depend-
ing on the underlying network technology and device capa-
bilities, this delay varies. The results encourage us to per-
form additional empirical-based studies under increased traf-
fic load conditions and initiate a user-study in the premises
of a museum and a research park.

1. INTRODUCTION
New applications and tools for sharing and experiment-

ing with multimedia data in a synchronous or asynchronous
manner, such as Flickr, YouTube, Me.dium, MySpace, face-
book, and JumpCut, have enriched on-line collaboration, al-
lowing the formation of new types of social networks, inter-
actions, and online communities. Furthermore, the market
of location-based services grows rapidly. In the near future,
mobile devices that have the processing, communication,
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and geolocating capabilities will enable seamless integration
of services combining media sharing and geographical tag-
ging.

PhotoJournal applies the peer-to-peer (p2p) paradigm to
facilitate the access and sharing of location-based multime-
dia content among mobile devices. It also enables users to
build interactive multimedia “journals” that associate mul-
timedia objects, such as pictures, video, or hypertext, with
locations on maps. Multimedia files can be “superimposed”
on certain locations of maps and users may manage, review,
update or delete them. Users may query for content regard-
ing an area of a map and update their journal. Peers that
run an instance of the PhotoJournal application on a device
may respond to such queries and share their multimedia con-
tent.

PhotoJournal is supported by graphical user interfaces (GUIs)
to access, search, share, and manage the multimedia content
and a middleware with two main components, namely a po-
sitioning and an information discovery and sharing system.
The underlying positioning technologies are GPS and the
Cooperative Location-sensing System (CLS) [9, 22], while
7DS [20] enables information discovery and sharing. When
access to an information server (e.g., web server) is not
available (e.g., a device experiences intermittent connectiv-
ity to the Internet), the 7DS instance running on that device
(e.g., peer) enables the peer to search and access informa-
tion from other peers in the wireless LAN. 7DS can instan-
tiate both the server-to-client and peer-to-peer paradigms
and provide complementary access through peers, when an
infrastructure—or connectivity to an infrastructure—is not
available. 7DS assumes that, in the face of disconnections,
users can trade the data consistency and currency over data
availability.

We implemented PhotoJournal and evaluated its perfor-
mance under both peer-to-peer and infrastructure-based ar-
chitectures. The delay that a user experiences to access the
requested data from the time the device is in the range of an-
other cooperative device with relevant data (i.e., dataholder)
is measured. Depending on the underlying network tech-
nology (e.g., 3G or IEEE802.11), architecture, and device
capabilities, the median delay varies from 282ms (in a p2p
architecture, running on a PC in a IEEE802.11 single-hop
network) to 1.9 s (running the application on a smartphone
and accessing the web server via a 3G network). However,
the frequency that a device is close to a dataholder depends
on several parameters, such as popularity of the data, den-



sity of peers, mobility pattern, and transmission power.
Section 2 presents the related work, while Section 3 fo-

cuses on the PhotoJournal architecture and introduces its
main components. The performance of the PhotoJournal is
analyzed in Section 4. Finally, Section 5 reflects on mobile
peer-to-peer computing and Section 6 summarizes our main
conclusions and future work plans.

2. RELATED WORK

Figure 1: Example of information sharing using
7DS. The arrows show the message exchange for the
7DS communication. The light-shaded area denotes
the wireless LAN, the darker-shaded area the Inter-
net, and the thunderbolt-like shape the WAN con-
nection that is not currently available.

The anticipation of a growing number of users that form
“on-line” communities to gossip, share information and re-
sources via their wireless-enabled devices inspired the design
of 7DS. 7DS may relay, search for and disseminate informa-
tion in a self-organizing manner, without the need for an
infrastructure. 7DS-enabled devices can interact either in a
p2p or server-to-client manner. These different modes of op-
eration allow 7DS to instantiate different mobile information
access schemes when possible, and provide complementary
access through peers, when an infrastructure is not available.
Figure 1 illustrates an example of 7DS peer-to-peer use. Mo-
bile host A (MHA) tries to access a data object. The local
7DS instance running on host A detects an unsuccessful at-
tempt to connect to the Internet and tries to retrieve the
data from peers that are within its wireless range. Both
hosts B and C (MHB and MHC, respectively) are within
the range of host A and receive the query. Unlike host B,
host C has a copy of the data in its cache and responds to
host A’s query.

Applications interact with 7DS employing pairs of attributes
to describe the data that they are willing to share with other
application instances running on peers. For each applica-
tion, 7DS maintains an index of the local cache that is pop-
ulated with data that can be shared. This data may have
been acquired from other peers or servers [18, 19, 20, 21].

MOBY [11] proposes a service-oriented network architec-
ture, in which each peer interacts both with the available

infrastructure and its neighbours. It provides a method
to integrate available services in handheld mobile devices.
MOBY’s architecture is based on Mnode super-peers, which
allow mobile devices to access and locate available services,
as opposed to the 7DS platform, where there is no need for
external storage. Although super-peers are mainly respon-
sible for service management, interaction among Mnodes
is encouraged in order to reduce load on peers acting as
gateways. Horozov et al. in [11] discuss security challenges
by integrating secure service registration capabilities in the
available architecture.

Mobile chedar [15] is a middleware extension to Chedar
[4], providing resource sharing and distribution in mobile
p2p systems, in a completely decentralized fashion. The pro-
posed API performs topology management by selecting con-
nections that aim to establish a scalable and fault-tolerant
network. Communication among peers in both Chedar and
mobile Chedar is Gnutella-like, in which queries are sent to
neighboring peers and direct connections are created among
them. P2P systems that adopt the Chedar API are not eval-
uated in terms of performance, and no analysis is provided
concerning the impact of malicious users on system security.

LightPeers [7] is a lightweight mobile p2p platform, devel-
oped to support users utilizing a variety of mobile devices
with limited capabilities. Communication among peers is
established by broadcasting discovery messages and mul-
ticasting queries to nodes of the same group. LightPeers
was implemented to ease the exchange of information and
services among peers and support interactive applications.
This architecture can be used in ad-hoc networks that facil-
itate delay tolerant messaging.

Proem is a Java oriented middleware platform for develop-
ing and deploying applications for mobile ad-hoc networks.
The Proem middleware consists of three parts: an applica-
tion runtime environment, a set of middleware services, and
a protocol stack for communication. In Proem, each appli-
cation is managed by the peerlet engine, which is responsi-
ble for dynamically adding and removing peerlets from the
system. The set of middleware functions is designed to al-
low distributed applications to share resources and exchange
event information, and declare and discover new services.
The protocol stack defines the syntax and semantics required
to enable communication between peers.

This paper considers that in the wireless range of a querier,
there is a cooperative device with the relevant data (in the
p2p architecture) or a predefined web server that can be
accessed via the wireless Internet (in the infrastructure ar-
chitecture), respectively. The frequency that a device is in
the range of dataholders has a dominant impact on the total
delay that a user will experience, i.e., the total time elapsed
from the formation of the query until the local device re-
ceives relevant data. However, this delay depends on several
parameters, such as popularity of the data, density of peers,
their mobility pattern and transmission power. An evalua-
tion of the impact of these parameters on data dissemination
assuming random-walk based mobility patterns can be found
in [18, 19, 20, 21]. In general, for different usage and appli-
cation characteristics, the likelihood that users in proximity
would be interested in similar data varies.

Although currently 7DS uses single-hop multicast, a rout-
ing protocol could facilitate the communication among peers.
Mobile peer-to-peer computing applications often create sparse
and intermittently-connected networks, referred to as de-



lay tolerant networks (DTNs). Traditional routing proto-
cols for ad-hoc networks do not perform well in DTNs due
to their unstable paths. Important parameters in the de-
sign of such routing protocols are the co-residency time be-
tween peers, time that a peer is out of the range of other
relay nodes, information servers, or access points (APs), re-
laying, querying, and cooperation policies, information lo-
cality, and buffer management. Several studies on routing
protocols in DTNs have appeared, evaluating the impact of
buffer management, relaying policies, and placement of re-
lay nodes (e.g., [8, 5, 17, 25]) or of the knowledge about
device location, peer movement and connectivity patterns
on the routing protocol (e.g., [16, 13, 23, 24]). Depend-
ing on the communication patterns between peers, different
network topologies can be formed, affecting dramatically the
speed that the information is disseminated. Analyzing how
fast data spread in scale-free networks has been the focus of
recent studies (e.g., [14]).

3. PHOTOJOURNAL ARCHITECTURE

Figure 2: PhotoJournal architecture: The application
is supported by an underlying information discov-
ery and sharing mechanisms (7DS) and positioning
system (e.g., CLS, GPS).

PhotoJournal allows the creation of interactive location-
based multimedia journals and enables users to discover and
share their content with each other. A local PhotoJournal
instance may automatically superimpose local multimedia
content to the appropriate areas of maps and enable a user
to specify location-based queries for certain areas of a map.
It is supported by 7DS, its underlying information sharing
and discovery mechanism, and a positioning system, GPS
and CLS or outdoor and indoor environments, respectively.
PhotoJournal runs as an application with a web browser-
based user frontend.

3.1 CLS
CLS applies the peer-to-peer paradigm by enabling de-

vices to gather positioning information from other neigh-
boring peers, estimate their distance from their peers based
on signal-strength measurements, and position themselves
accordingly [9]. CLS creates a signal-strength signature map
of the physical space during a training phase and compares
it with analogous run-time measurements employing vari-
ous statistical-based criteria. Iteratively, it can refine its
positioning estimates by incorporating newly received infor-
mation from other devices.

CLS and GPS periodically record the coordinates of the
current position of the device with a timestamp in the po-
sitioning trace. Users can upload pictures and videos with
their associated timestamp. PhotoJournal can correlate the
timestamp information of the multimedia content with the
positioning trace and associate the multimedia files with cer-
tain areas of a map.1

3.2 User frontend
The user frontend of the PhotoJournal client is a web-

browser based interface that communicates with the local
PhotoJournal server using HTTP. The latter is responsible
for the interaction of the PhotoJournal client with the 7DS
module, forwarding the corresponding messages and assur-
ing that packets are in the proper format as they are ex-
changed across different modules.

Using a PhotoJournal GUI, a user may superimpose mul-
timedia content on certain locations of the map by clicking
on the map and browsing the multimedia files correspond-
ing to that location. Moreover, a user can add, modify, or
delete comments about a certain multimedia file, rate its
content and set its access permission. A multimedia file can
be set public or private—only public files can be shared with
other peers. The PhotoJournal frontend (as shown in Fig-
ure 4) runs on a web browser and consists of a map frame
on the right and a photo bar on the left side of the window.
Its backend runs on 7DS. It receives all queries from the
frontend through 7DS’s proxy server, and supports the typi-
cal 7DS functionality by adding or deleting photos, querying
photos from 7DS neighbors or handing photos from the local
cache. 7DS can also cache map files, enabling the application
to work without an Internet connection.

PhotoJournal can automatically superimpose the uploaded
content on an appropriate map by matching the timestamp
of the content of the multimedia files with the timestamp
of the GPS/CLS trace and associating these files with the
corresponding position on the map. Furthermore, it updates
its local 7DS cache and its indexing mechanism.

Figure 2 summarizes the main components of the location-
based media sharing system, namely the PhotoJournal appli-
cation, 7DS and CLS.

3.3 Peer discovery and information access
A user may search for multimedia content related to a

certain location in the following manner: First, the user
indicates the region of interest by marking the corresponding
area on the displayed map (e.g., the white rectangular on the
map illustrated in Figure 4). Then, the local 7DS instance
will search for relevant data in its cache, on the web, and in
the cache of other peers. Specifically, it will first check its
local cache for multimedia files associated with that area.
If the search is successful, it will display a marker with a
number indicating the number of multimedia files associated
with that location. In the case that no relevant data can
be found, 7DS’s web client attempts to acquire it from the
Internet by accessing a predefined web site. Finally, if the
web client fails to acquire the requested data (e.g., in the case
of intermittent connectivity to the Internet or unavailability
of a web server), 7DS will form a media query and multicast
it to its peers. A media query describes the requested data

1We assumed that the digital camera timestamps recorded
files and is synchronized with the user’s device running a
positioning system.



Figure 3: PhotoJournal can superimpose multimedia
objects at their locations on a map. A marker indi-
cates the number of files associated with that loca-
tion.

Figure 4: On the main GUI of the PhotoJournal a user
can mark the area for which multimedia information
will be requested.

in XML format and is formed using location- and rate-based
criteria. Upon the reception of a media query, the local 7DS
instance of a peer may search its local cache for relevant
data. If a relevant data object is found in its cache, it will
form and send an XML response, including a URL to the
relevant multimedia file, reviews and rating information.

The PhotoJournal will display—periodically updating it—
the list of peers that responded to recent queries. A user
may select a certain 7DS peer from this list to retrieve the
requested content. When the web client retrieves the rele-
vant data objects from the peer, it stores them in the local
cache and displays them on the map (as illustrated in Fig-
ures 3 and 4). Areas on the map associated with multimedia
files can be distinguished by a marker that also indicates the
number of the available relevant files. A demo of the Photo-
Journal can be found in [2].

4. PERFORMANCE ANALYSIS
To evaluate the performance of the PhotoJournal, empirical-

based measurements were performed using two different ar-

chitectures, namely, an ad-hoc and an infrastructure-based
one. The infrastructure-based approach realizes the tra-
ditional server-to-client approach: PhotoJournal clients re-
quest content from a web server. Unlike the infrastructure-
based architecture, in the ad-hoc (i.e., p2p) architecture,
devices access the information in a peer-to-peer manner. In
the infrastructure-based architecture, we experimented with
both 3G or IEEE802.11 technologies. The estimated effec-
tive downlink speed of the 3G connection is approximately
400Kbps. The peers in the p2p architecture communicate
via IEEE802.11 in the ad hoc mode.

Throughout the text, the terms “infrastructure” and “cen-
tralized” are used interchangeably for describing the archi-
tecture paradigm and testbed (similarly with the terms “ad-
hoc” and “p2p”).

4.1 Metrics
To evaluate the performance of the PhotoJournal applica-

tion over the two different architectures, the following bench-
marks are defined:

1. Query processing delay : the total time elapsed between
the reception of a (neighbor or a media) query and the
transmission of a response.

2. Query transmission delay : the time spent by a spe-
cific query to travel over the network, subject only to
network elements and propagation delays.

3. Query forming delay : the time that a request spends
at various levels of the protocol stack before being for-
warded to the network layer.

4.2 Testbeds
The empirical-based measurements were performed on three

testbeds. Two of them employed the infrastructure-based
architecture, while the third one the ad-hoc based one. The
client-to-server communication takes place using 3G (in the
“3G infrastructure”testbed) and ieee802.11 (in the“ieee802.11
infrastructure”testbed). In these testbeds, the wireless client
is a Nokia N80 smartphone and the web server runs Apache.
In the ad-hoc testbed, wireless clients running the Photo-
Journal application are part of an IEEE802.11b adhoc net-
work, each using a PC equipped with an A-Link USBWLAN
interface.

To measure these different delays, monitors are placed at
certain testbed locations. The time granularity of these mea-
surements depends on the specific platform. For example,
the time-keeping clock of the smartphone has a frequency
of 64Hz (corresponding to a granularity of approximately
15ms [10]), while the granularity of the web server monitor
is of 1μs. Table 1 illustrates the list of monitors used in our
measurements along with the specific event they capture.

The main difference between the p2p and the centralized
architecture is that the latter does not require a peer (neigh-
bor) discovery phase and querying devices send their re-
quests directly to a predefined web server via either the 3G
or IEEE802.11 infrastructure.

We ran 30 experiments using PhotoJournal in each of the
three testbeds. In the infrastructure-based experiments, a
script initiated a sequence of queries for the same content.
For each experiment in the p2p testbed, a user selected a
different region of interest on the map, initiating a query
for related content. The resulted delay measurements are
shown in Figures 5, 6, and 7.



P2P architecture
Time Event description
T1 local 7DS instance receives a request
T2 local 7DS multicasts a discovery query
T3 peer receives a query
T4 dataholder sends a response
T5 querier receives response

Centralized architecture
Time Event description
T6 smartphone receives a user query
T7 smartphone sends a query to web server
T8 web server receives a query
T9 web server sends response to smartphone
T10 smartphone receives response

Table 1: Monitors capturing various event types in
the infrastructure and p2p architectures. The term
Ti indicates the time the event i was recorded at the
corresponding monitor.

Delay P2P Infrastructure
Query forming T2 − T1 T7 − T6

Query processing T4 − T3 T9 − T8

Query transmitting T5−T2−T4+T3 T10−T7−T9+T8

Table 2: Different delay types as measured based
on the recorded event times for the p2p- and
infrastructure-based architectures.

4.3 Query forming delay
The processing power and CPU load impact the query

forming delay. In the infrastructure architecture, the query
forming delay is significantly larger, exhibiting also higher
variability compared to the ad-hoc one (as shown in Fig-
ure 5). The PhotoJournal query in the centralized testbed
is formed by a smartphone with scarce resources and low
processing capabilities compared to the powerful PCs used
in the p2p testbed. Furthermore, compared to IEEE802.11
LANs, 3G networks are more demanding in terms of process-
ing power. However, even when a PhotoJournal-client runs
on a powerful PC, the query forming delay remains signifi-
cantly large, up to 100ms. Such values are due to the XML
document processing performed by 7DS in order to describe
the requested items. Moreover, the interaction between the
7DS component and the PhotoJournal client results in fre-
quent context switches, increasing further the measured de-
lay.

As expected, query forming delay is larger in the case of
media queries compared to neighbor queries, since in the
former case the corresponding request needs to describe the
area of interest whereas in the latter case, a peer discovery
request is simply a “template” message (used to search for
peers in the wireless range of the querier).

4.4 Query processing delay
The query processing delay is significantly lower in the

centralized setting compared to the p2p one (as shown in
Figure 6). This is due to the complexity that 7Ds introduces,
when used in networks where no 3G or IEEE802.11 infras-
tructure is available. The time required for a web server to
form a response is significantly lower from the one of a regu-
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lar 7DS peer. Note that in the ad-hoc testbed, 7DS employs
XML for describing a data item, while in the infrastructure-
based architecture, a 7DS client only sends a simple HTTP
request directly to the web server over the Internet. The to-
tal time elapsed between the reception of a media query and
the transmission of a response is greater than 40ms for the
70% of the queries in p2p mode (as illustrated in Figure 6).

The query processing delay for media access is larger than
for peer discovery due to the intense processing required for
the first query type. When a peer receives a media query,
it will search the local cache for relevant media items. The
variability exhibited in the ad-hoc architecture is due to the
variable sized map areas.

4.5 Query transmission delay
The transmission delay of a media access query is stochas-

tically larger than the delay of a peer discovery one (as shown
in Figure 7). For example, in p2p, the median media access
delay is approximately 39ms compared to a median peer
discovery delay of 15ms. A typical response size to a me-
dia access query is approximately 29KB (compared to only
a few bytes which is the response to a peer discovery one).
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The variability in query transmission delay is due to the
various sizes of the response for different query types. Also
compared to the ad-hoc network, an infrastructure results
in increased transmission delays due to the aggregate traf-
fic of other clients associated with the IEEE802.11 AP and
the lower transfer rates (in 3G). The IEEE802.11 centralized
approach exhibits lower transmission delays than 3G (e.g.,
median delay of 750ms compared to 1800ms). With 3G’s
maximum speed of 2Mbps, it is hard to compete with the
11Mbps transfer rate of IEEE802.11.

To summarize, the mean and median delays from the time
the PhotoJournal received user’s input until the reception of
the relevant media files are are 1,995ms and 1,898ms in 3G,
876ms and 843ms in IEEE802.11 infrastructure, and 305ms
and 282ms in IEEE802.11 ad-hoc, respectively. Thus, the
7DS/PhotoJournal introduces delays that are tolerable. How-
ever, several aspects of the current 7DS implementation can
be improved; For instance, the code is large and complex.
It can be simplified significantly using libraries included in
recent Java versions. We intend to evaluate its scalability un-
der increased traffic load conditions. Furthermore, it would
be interesting to perform a user study in the premises of
a museum or FORTH and collect additional feedback from
users (e.g., visitors in these premises) not only about its
performance but also its features and GUIs.

5. DISCUSSION ON MOBILE P2P SYSTEMS
The development of 7DS and PhotoJournal motivated us

to reflect on mobile peer-to-peer computing. Critical as-
pects of a mobile peer-to-peer system are the incentives for
cooperation and privacy requirements.

The effectiveness of mobile peer-to-peer computing sys-
tems depends on their substantial deployment, cooperation,
interoperability, and scalability. Depending on the avail-
ability of a resource, a peer may dynamically adapt its co-
operation strategy. The scarcity of resources enhances the
tension between cooperation and competition. Given the en-
ergy constraints, the nondeterministic characteristics of the
environment, and the presence of exogenous parameters that
impact the resource availability, such resource allocation al-
gorithms are non-trivial. In general, the following parame-
ters impact the power consumption of a network interface:

size and number of packets sent and received, and time the
network interface is on. To reduce the power consumption,
these parameters need to be kept low.

To prevent denial of service attacks, encourage coopera-
tion, and better allocate resources, the use of micropayment-
based and/or reputation-based mechanisms can be impor-
tant [3, 6, 26, 12, 1]. However, these mechanisms should
have a relatively low overhead, in order to not discourage
the energetic participation of peers. While a relaxed protec-
tion of resources may impede the use of a peer-to-peer sys-
tem, high costs or strict conditions to access the resources
may dissuade their usage. The design of a mobile p2p sys-
tem needs to address the balance between these two require-
ments.

Increasingly wireless devices collect a large amount of in-
formation that can be analyzed to reveal the personal and
social context of the user. This abundance of information
makes users vulnerable to intrusion of privacy threats. The
identification of the position of the device and potentially,
the identity of the subject using the device—which can be
acquired directly or inferred using statistical analysis—are
examples of such threats. Malicious users can abuse such
information by spamming users with advertisements or dis-
closing it inappropriately. Thus, a tradeoff between enhanc-
ing the information access and disclosing private informa-
tion inappropriately is exposed. The larger the availability
of information, the more likely is to enhance the information
access and sharing but also the higher the vulnerability in
privacy threats.

As in the case of the Internet, peer-to-peer systems need
to be flexible and dynamic to sustain long-term use. Pri-
vacy will play an important role in the adoption of mobile
peer-to-peer computing applications. Currently, 7DS and
PhotoJournal offer a crude distinction between private and
non-private objects and a finer way to describe their pri-
vacy requirements is needed. However, privacy is context
sensitive and depends on the social context, user activity,
ownership of the device, application, and personality of the
user. Depending on these parameters, the system may de-
cide about the privacy and cooperation policies with or with-
out any user intervention. Thus, it is important to provide
mechanisms that allow a fine-level description of the pri-
vacy requirements and draw a balance between enhancing
the service and protecting user privacy.

6. CONCLUSIONS
This work focused on PhotoJournal, a multimedia location-

based application, and analyzed the delay that the applica-
tion experiences from the time the request is formed until a
response is received. Depending on the underlying network
technology and device capabilities, this median delay varies
from 282ms to 1,9 s. In these experiments, in the wireless
range of a querier, there was always a cooperative device
with the relevant data (in the ad-hoc testbed) or a prede-
fined web server that can be accessed via the wireless Inter-
net (in the infrastructure testbeds), respectively. As men-
tioned earlier, the frequency that a device is in the range of
dataholders has a great impact on the total delay that a user
will experience, i.e., the total time elapsed from the forma-
tion of a query until the local device receives relevant data.
Our earlier research analyzed the data dissemination in ad
hoc wireless network, assuming random-walk based mobil-
ity models. An interesting followup study would consider



heterogeneous wireless environments, supported partially by
wireless infrastructures; in areas with limited or no cover-
age by APs, the mobile peer-to-peer computing paradigm
can be used to enhance the information access. In such en-
vironments, it would be useful to evaluate various routing
protocols integrated with mobile peer-to-peer systems using
more realistic access and traffic patterns.

Only a few studies on mobile p2p systems evaluate the
performance of their system with empirical-based measure-
ments. Typically, the evolution of a technology includes
the following steps: simulation-based studies of the technol-
ogy, measurements in a real-life testbed and controlled ex-
periments, and further empirical-based measurement stud-
ies in large-scale testbeds (if the technology becomes widely
adopted). To assist the deployment of mobile peer-to-peer
computing systems, a fruitful approach would include the
development of the following components [21]:

• a general infrastructure for mobile peer-to-peer appli-
cations and a toolkit that new applications could use

• robust mobile peer-to-peer applications with friendly
GUIs that can also control the distribution of data and
form context- and semantic-based queries

• protocols that ensure anonymity and privacy

• mechanisms that encourage cooperation among peers
in an energy-efficient manner

Mobile p2p computing opens up exciting challenges in com-
puter science, demanding interdisciplinary research and in-
novative paradigms.
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Abstract-- Resource discovery is an essential problem in peer-

to-peer networks since there is no centralized index in which to
look for information about resources. One solution for the
problem is to use a search algorithm that locates resources based
on the local knowledge about the network. Traditionally, the
search algorithms have been based on few simple rules, which
often reduces the performance from optimal. In this paper, we
describe the results of a process where evolutionary neural
networks are used for finding an efficient search algorithm from a
class of local search algorithms. The initial test results indicate
that an evolutionary optimization process can produce search
algorithm candidates that are competent compared to the
breadth-first search algorithm (BFS) used in Gnutella peer-to-
peer network.

Index Terms-- resource discovery, peer-to-peer networks,
multi-layer perceptrons, genetic algorithms.

I. INTRODUCTION

N the resource discovery problem, any node can possess
resources and query these resources from other nodes in the

network. The problem consists of graph with nodes, links and
resources. Resources are identified by unique IDs and nodes
may contain any number of resources. One node knows only
the resources it is currently hosting. Any node in the graph can
start a query, which means that some of the links are traversed
based on a local decision in the graph. Whenever the query
reaches the node with the queried ID, the node replies. The
goal is to locate a predetermined amount of resource instances
with a given ID using as few query packets as possible.

One possible solution for the resource discovery problem is
the breadth-first search algorithm (BFS) [1]. In BFS a node
that starts a query passes the query to all its neighbors. When
the neighbors receive the query, they pass it further to all their
neighbors except the one from which the query was received.
Nodes cache the messages that they have received and if the
query has already been received from other neighbor then
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query is dropped. Time-to-Live (TTL) value is used to limit
the number of hops the query can take by reducing TTL value
each time a query is received. When TTL decreases to zero the
query is dropped. The BFS algorithm ensures that if a resource
is located in the network it can be found from the network if
TTL is high enough. The downside of the algorithm, however,
is that it uses many query packets to find the needed resources.
Thus, we propose an alternative algorithm that is more
efficient in face of used query packets and evaluate it using
peer-to-peer scenario with power-law distributed topology [2].

The rest of this paper is organized as follows. The next
section presents the references to related work done in P2P
resource discovery. Section III describes the NeuroSearch
algorithm as a solution for the resource discovery problem.
Section IV describes the optimization process and Section V
the test case used in the study. Section VI analyzes the
simulation results and in Section VII the paper is concluded.

II. RELATED WORK

Much research has been done regarding the resource
discovery problem. Adamic et al. [3] and Kim et al. [4]
propose a search strategy that utilizes the topological
properties of a power-law network. The search strategy first
proceeds towards highest-degree node, e.g. the node that has
the highest number of neighbors, and then gradually moves to
lower degree ones. The algorithm locates resources efficiently
if they can be found from the core of the network, but the
performance decreases when the central nodes are revisited in
search for lower degree nodes.

Lv et al. [5] evaluate BFS, expanding ring and random walk
search mechanisms with varying topologies, including random
graphs [2], power-law graphs and a snapshot of the Gnutella
network obtained in October 2000. These researchers find that
BFS is not scalable and in particular on Gnutella and power-
law graphs the effects of flooding are disastrous: the number of
messages increases drastically when TTL is increased.
Expanding ring, where TTL is extended gradually for BFS, is
the first aid to the problem. However, because it forwards
duplicate messages to the nodes that the query has already
reached, a better solution to the problem using random walkers
is proposed by the researchers. A search initiates multiple
walkers and forwards them based on a random selection of a
neighbor. In addition to the TTL as a termination condition for
the walkers, Lv et al. use checking, where the random walkers
periodically check from the query originator whether the
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walker should be terminated or not. While random walkers
increase the number of hops and thus latency, they decrease
the total traffic because the search proceeds in a depth-first
manner.

Kalogeraki et al. [6] consider two search algorithms for the
resource discovery problem. The Modified Random BFS
Search behaves like BFS, but the neighbors select only a
random subset of neighbors for forwarding the query. This
reduces traffic, but adjusting the correct size of the subset for
various networks may be difficult. The researchers’ work uses
a random graph in which all the nodes have approximately
similar degrees. Thus the performance of the algorithm in
power-law graphs cannot be directly determined from the
results. In another algorithm they present, called Intelligent
Search Mechanism, the nodes keep track of recent query
results provided by their neighbors. When a new query arrives,
the neighbors are sorted based on the similarity of the query to
earlier replies from the neighbor. Because the nodes keep track
of the earlier queries, the performance of the algorithm
improves as the network evolves.

Yang and Garcia-Molina [7] experimented with many types
of directed search strategies based on various heuristics. These
heuristics include the number of results returned, shortest

average time to satisfaction, smallest average number of hops
of received results, the highest number of results returned,
shortest message queue, shortest latency and highest degree.
Their work suggests that, to minimize the time to satisfaction
measure, the best strategy is to pass the query to the neighbor
that has had the shortest average time to satisfaction for last
ten queries. Also, when considering the bandwidth use, the
most reliable measure is the smallest average number of hops
of received results for last ten queries. The heuristics used in
the study are based on history data collected locally in each
node.

Similar use of history data is found from the work by
Tsoumakos and Roussopoulos [8]. In their proposal, called
Adaptive Probabilistic Search algorithm, neighbors keep track
of the success rates of earlier queries and forward random
walkers probabilistically, based on the earlier success rate. The
algorithm is able to adapt to different query patterns and,
therefore, performs better than random walkers.

There are certain limitations in all the approaches described
above. First, each of these algorithms uses some control
parameters (for example time-to-live, the number of walkers or
the proportion of neighbors to forward the query) that can be
used to tune the algorithm. For a search algorithm, the number

Fig. 1: Processing of NeuroSearch resource query and the NeuroSearch neural network
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of control parameters should be kept to a minimal to allow
zero configurability when applied to a real environment.
Second, while some of these approaches have mechanisms to
adapt to the environment, they do not utilize the entire
potential of the environment because they rely only on one
strategy (for example the similarity of the query and earlier
replies, shortest average time to satisfaction for last 10 queries
or the success rate of earlier queries). In general, only one
strategy cannot be efficient in all scenarios and therefore an
efficient algorithm should be able to utilize many strategies at
the same time.

To overcome these limitations a neural network based
resource discovery algorithm called NeuroSearch was
designed. NeuroSearch learns by itself the correct behavior in
given network conditions and uses many combinations of
strategies to locate resources. To authors' knowledge this is the
first time when neural networks are being applied to resource
discovery problem.

III. NEUROSEARCH RESOURCE DISCOVERY ALGORITHM

The proposed algorithm, called as NeuroSearch, makes
decision to whom of the node's neighbors the resource request
message is forwarded based on the output neuron of three-
layer perceptron neural network. The algorithm is located
inside a peer node as shown in Fig. 1 and is the same for all
peers in the network. NeuroSearch can be represented as a
function }1,0{: →IO , where [ ]71,0∈I is a 7-dimensional

input vector representing the state of a resource discovery
query. The output of O defines whether in a given state query
should be dropped O = 0 or forwarded to a peer O = 1 and is
evaluated for each neighbor peer separately.

When a resource request arrives to the algorithm it goes
through all the node's neighbors (denoted as receivers) one by
one with the neural network. The input parameters for the
neural network are:

• Bias is the bias term and has value 1.
• Hops is the number of hops the message has travelled.
• NeighborsOrder indicates in which rank this receiver

is in terms of number of neighbors compared to other
neighbors. The connection with highest rank has the
value of 0, second rank has the value of 1 and so on.

• ToNeighbors is the number of the receiver's neighbors.
• CurrentNeighbors is the number of node's neighbors.
• Sent has value 1 if the message has already been

forwarded to the receiver. Otherwise it has value of 0.
• Received has value 1 if the message has been received

earlier, else it has value of 0.
Hops and NeighborsOrder are scaled with the function
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There are two hidden layers in the network. In the first
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Combining all together, the output O of the neural network
can be calculated with the following formula:
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where iI is the value of input parameter i and xyw the neural

network weights on layer x in position y.
Whenever the query locates a queried resource a reply

message is sent back to the neighbor, which forwarded the
request to the node. When all the nodes in the query path have
forwarded the reply message backward, it is finally received
by the query initiator.

IV. NEURAL NETWORK OPTIMIZATION

The weights xyw are unknown and therefore they need to be

adjusted to appropriate values. For doing this we use methods
of evolutionary computing [9]. The decision, which neural
networks are better than the others is done by counting the
query packets traversed in the test network and found
resources. The fitness for the neural network is defined in two
parts. Each query j is scored for the neural network h and the
fitness is calculated by summing up all the scores after n

queries:
=

=
n

j
jh scorefitness

1

. The score is defined with the

following conditions:
1. If packets > 300 then score = 0

2. If foundResources = 0 then score =
1

1
1

+
−

packets
3. If foundResources < availableResources / 2 and

foundResources > 0 then score = 50 ×
foundResources – packets

4. If foundResources ≥ availableResources / 2 then
score = 50 × availableResources / 2 – packets

In the equations availableResources is the maximum
number of resource intances that can be located in the query,
foundResources is the number of resource instances that the
neural network was able to locate for the query, and packets is
the number of query packets the neural network used for the
query. The constant value 300 was set as criterion for
determining when the neural network is considered to forward
the query indefinitely and the query can be stopped. Another
constant value, 50, was selected to be large enough to guide
the training process towards neural networks that locate more
resources than other neural networks. Now a neural network
could spend 49 query packets more in a query to locate one
additional resource compared to other neural network, which
located one resource less.

The first rule ascertains that an algorithm that eventually
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stops is always better than algorithm that does not. The goal of
finding half of the available resource instances was set to
demonstrate the algorithm’s ability to balance on a
predetermined quality of service level and not just on locating
all resource instances or one resource instance. The second
rule makes sure that if none of the resources are found then the
neural network should increase the number of query packets
sent to the network. The third rule states that if the number of
found resources is not enough then the neural network
develops only by locating more resources. Finally the last rule
ensures that when half of the available resource instances are
found from the network the fitness grows if neural network
uses fewer query packets.

The optimization process had an initial population of 30
neural networks whose weights were randomly defined from
interval [-0.2, 0.2]. Next, every neural network was tested in
the peer-to-peer simulation environment and fitness value
calculated. When all neural networks had been tested 15 best
were chosen for mutation and used to breed the new generation
of neural networks. As a result, 30 neural networks were
available for testing the new generation.

Mutation was based on the Gaussian random variation and
used weighted mutation parameter to improve the adaptability
of the evolutionary search. The random variation function was
similar to the one used by Fogel and Chellapilla in their
research [10] and is given as:

,,...,1)),1,0(exp()()(' wjii NjNjj == τσσ
,,...,1),1,0()()()(' wj

j
iii NjNjjwjw =+= σ

where wN = is the total number of weights and bias terms in

the neural network,

wN2

1=τ , )1,0(jN is a standard

Gaussian random variable resampled for every j, σ is the self-
adaptive parameter vector for defining the step size for finding
the new weight, )(' jwi

is the new weight value and index

1851 ≤≤ i denotes the number of neuron enumerated over all
layers.

V. SIMULATION ENVIRONMENT

As a peer-to-peer simulation environment, we used Peer-to-
Peer Realm (P2PRealm) network simulator [11] that we have
developed. The simulator can be used to simulate the behavior
of a static peer-to-peer network and to train neural networks
using Gaussian random variation. P2PRealm has been
implemented using Java.

In the test case we used power-law graphs generated using
the Barabási-Albert model [12]. A power-law network’s

neighbor distribution follows the power-curve
γk

kP
1

)( = ,

where 3=γ for Barabási-Albert graph. Therefore in power-

law networks there exist few hubs in the network that have
many neighbors as well as many nodes that have only few
neighbors. A power-law graph was selected because existing

P2P networks have shown to express power-law dependencies
[13]. The graphs tested contained 100 nodes with the highest
degree node having 25 neighbors. Small network size was
selected to allow visualisation of query paths in the network.
Dynamic changes e.g., node failures were not taken into
account to simplify the analysis. However, the approach can be
applied in dynamic scenarios also as shown in [14].

The test case data was divided into three distinct data sets as
described in [15]: a training set, a generalization set and a
validation set. Training set is used for training the neural
network. Generalization set is used to measure how well the
trained neural network performs with a new data set indicating
neural network’s ability to generalize. When performance
starts to decrease in generalization set the training can be
stopped, because the neural network adapts only to the training
set if training process is continued. Validation set is used as an
objective measure to verify how well the algorithm performs
with arbitrarily chosen new data set and ensures that the true
generalization ability of the neural network is being measured.

The training set contained two power-law topologies with
both being queried n = 50 times per generation for each neural
network. Two topologies were used to have neural networks
adapt to a wider range of situations than one topology would
have provided. The generalization set consisted of two power-
law topologies with 50 queries. When the performance started
to decrease in the generalization set the neural network having
highest fitness was selected and, as a validation set, one
topology with 100 queries was used to produce the final
simulation results.

For each topology, resource instances were allocated based
on the number of neighbors each node has. There were 25
different resources in the test case and the number of different
resources in a node was the same as the number of neighbors
the node had. This means that the largest hub had one instance
of all resources and the lower degree nodes only some of
these, randomly chosen from uniform distribution. The
querying nodes and queried resources were selected also
randomly from a uniform distribution for each query.

As stopping criteria for the optimization process, 100,000
generations were set. This seemed to take approximately two

Fig. 2: Evolution of the best neural networks in each
generation for training and generalization sets
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weeks on our desktop PC equipped with an AMD Athlon XP
1800 processor. The evolution of the best neural network in
each generation is shown in Fig. 2.

VI. SIMULATION RESULTS

To evaluate the difference between BFS and NeuroSearch,
we selected the best algorithm at the 85,736th generation and
calculated the number of packets used and found resources for
100 different queries using validation set. The 85,736th

generation was selected because between the 80,000 and
90,000 generations the neural networks had achieved steadily
good results and, in particular, in the 85,736th generation,
neural network had the best fitness. The results are presented
in Fig. 3 and Fig. 4.

The results of Fig. 3 show that the performance of
NeuroSearch regarding the number of packets is nearer to BFS
with a time-to-live value 2 (BFS-2), rather than BFS with a
time-to-live value 3 (BFS-3). In average NeuroSearch
consumes 47.2 packets per query whereas BFS-2 consumes
30.0 and BFS-3 122.0 packets. The reason why there is some
variation in the number of packets for successive BFS queries
is that the number of delivered packets depends on which node
is querying. If the query starts from a central node (nodes 0-
10), it will produce more packets than the same query started
from an edge node (nodes 90-99) because the edge query has
fewer connections where BFS can spread. In case of
NeuroSearch, the performance is stable and does not depend
on which node is querying.

Fig. 4 shows how many resources the algorithms were able
to locate. NeuroSearch’s performance in terms of located
resources is quite similar to BFS-2 at central nodes, but better
in the edge nodes. Compared to BFS-3 NeuroSearch’s
performance is constantly lower, reaching the same
performance level only at some edge nodes. The reason why
NeuroSearch is satisfied with this level of performance is that
it has already reached the goal of finding half of the available
resources as defined in the fitness function and locating more
resources is not needed.

By calculating the ratio between the located resources and

used query packets we can determine the efficiency of the
algorithms. These values are shown in Table I. The results
show that NeuroSearch’s efficiency is at the same level as
BFS-2’s locating a new resource every fifth packet. BFS-3
locates a new resource approximately every ninth packet.
Efficiency is easier to keep high when locating only few
resources because usually those can be found from the central
nodes alone. When the number of needed resources increases,
query has to spread more to the edges to locate the additional
resources. Therefore the efficiency of BFS-3 decreases
significantly. BFS-2 and NeuroSearch achieve near similar
efficiency indicating that NeuroSearch is able to sustain a good
efficiency even though it needs to locate more resources than
BFS-2.

For each query, NeuroSearch locates approximately half of
the resources or more, which can be seen in Fig. 5. There are
six queries in which NeuroSearch misses the target to locate
half of the resources. This variation results from the difference

Fig. 3: Number of packets used by the algorithms

Fig. 4: Number of resources found by the algorithms

Fig. 5: Difference of located resources to half of resources

TABLE I
EFFICIENCY OF THE ALGORITHMS

Algorithm Packets Resources Efficiency

BFS-2 3000 619 0.2063
BFS-3 12202 1295 0.1061
NeuroSearch 4719 975 0.2066



> PAPER IDENTIFICATION NUMBER: 067-04 < 6

between the training set and the validation set. Nonetheless,
the results indicate that the optimization process has found an
algorithm that is able to locate nearly half of the resources
from the network with high probability.

We analyzed the behavior of the best-evolved neural
network by tracking the path used by the queries. NeuroSearch
seems to prefer central nodes early in the query and uses
multiple paths for doing this. After reaching central nodes or
one hop later the spreading is stopped. The maximum number
of hops is 5. As verification for this the behavior of a typical
NeuroSearch query started from an edge node is illustrated in
Fig. 5. In the figure the query travels through the connections
denoted with a black line starting from node 99 with question
mark (?). Nodes marked with an exclamation mark (!) contain
the queried resource. In total the query uses 49 packets and
locates 11 resources. Six connections are traversed from both
directions, which is not shown in the figure.

VII. CONCLUSION

In this paper, a new resource discovery algorithm has been
proposed. NeuroSearch algorithm takes into account the
special characteristics of its environment and can be adjusted
to different kind of P2P networks. The algorithm’s
performance is also stable and competitive compared to the
BFS algorithm.

While NeuroSearch performs well compared to BFS it is by

no means yet designed to be optimal. For example,
NeuroSearch does not yet include history-based inputs even
though they would significantly improve the performance.
Therefore, the results obtained in [3]-[8] will be considered in
forthcoming research on NeuroSearch. There are also other
directions that were left out of this research. First, we are
studying what improvements to the performance would be
gained by varying the neural network’s internal structure.
Second, we are aiming to find out what are the scalability
factors of NeuroSearch when the network size grows, and third
we are developing an optimal resource discovery algorithm
using global knowledge to be able to measure the best
efficiency a resource discovery algorithm can achieve. Also,
we are working on a solution to speed up the optimization
process by parallelizing the evolutionary algorithm using
distributed computing. This helps us to more accurately
determine the performance maximum of NeuroSearch.

ACKNOWLEDGMENT

The authors would like to thank the co-designers of
NeuroSearch Joni Töyrylä, Yevgeniy Ivanchenko, Matthieu
Weber and Hermanni Hyytiälä. Also we thank Tommi
Kärkkäinen for giving useful hints how to develop the
algorithm further and Barbara Crawford for proofreading the
article.

Fig. 5: Typical NeuroSearch resource query
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Abstract. This paper proposes a neural network based approach for
solving the resource discovery problem in Peer to Peer (P2P) networks
and an Adaptive Global Local Memetic Algorithm (AGLMA) for per-
forming the training of the neural network. This training is very chal-
lenging due to the large number of weights and noise caused by the
dynamic neural network testing. The AGLMA is a memetic algorithm
consisting of an evolutionary framework which adaptively employs two
local searchers having different exploration logic and pivot rules. Fur-
thermore, the AGLMA makes an adaptive noise compensation by means
of explicit averaging on the fitness values and a dynamic population siz-
ing which aims to follow the necessity of the optimization process. The
numerical results demonstrate that the proposed computational intelli-
gence approach leads to an efficient resource discovery strategy and that
the AGLMA outperforms two classical resource discovery strategies as
well as a popular neural network training algorithm.

1 Introduction

During recent years the use of peer-to-peer networks (P2P) has significantly
increased and thus demand of high performance peer-to-peer networks is con-
stantly growing. In order to obtain proper functioning of a P2P network a cru-
cial point is to efficiently execute the P2P resource discovery, since an improper
resource discovery strategy would lead to overwhelming query traffic and conse-
quently to a waste of bandwidth for each single user.

This problem has been intensively analyzed and several solutions have been
proposed in commercial packages and scientific literature. The solutions so far
proposed can be classified into two categories: breadth-first search (BFS) and
depth-first search (DFS). BFS strategies forward a query to multiple neighbors
at the same time whereas DFS strategies forward only to one neighbor.

BFS strategies have been used in Gnutella, where the query is forwarded to
all neighbors and the forwarding is controlled by a time-to-live parameter. This
parameter is defined as the amount of hops required to forward the query. Two
nodes are said to be n hops apart if the shortest path between them has length
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n [1]. The main disadvantage of the Gnutella’s mechanism is that it generates
a massive traffic of query messages when the time-to-live parameter is high.
In order to reduce query traffic, Lv et al. [2] proposed the Expanding Ring.
This strategy establishes that the time-to-live parameter is gradually increased
until enough resources have been found. Although use of the Expanding Ring
is beneficial in terms of query packet reduction, it introduces some delay to
resource discovery and thus implies a longer waiting time for the user. Kalogeraki
et al. [3] and Menascé [4] proposed that only a subset of neighbors are selected
randomly for forwarding. While in [3] a mechanism is proposed which stores
the performance of the queries previously done for each neighbor and then uses
this memory to direct subsequent queries, in [4] the earlier replies are cached
in directory entries and queried prior to using broadcast probability. Yang and
Garcia-Molina [1] proposed to heuristically select the first neighbor and further
uses BFS for forwarding the query. In Gnutella2 a trial query is sent to the
neighbors and estimates how widely the actual query should be forwarded.

In the DFS strategies, selection of the neighbor for query forwarding is per-
formed by means of heuristics. Lv et al. [2] studied the use of multiple random
walkers which periodically check the query originator in order to verify whether
the query should be forwarded further. Tsoumakos and Roussopoulos [5] pro-
posed using the feedback from previous queries in order to tune probabilities for
further forwarding of random walkers. Crespo and Garcia-Molina [6] proposed
routing indices, which provide shortcuts for random walkers in locating resources.
Sarshar et al. [7] proposed replicating a copy of resources and thus ensure that
resource discovery strategy locates at least one replica of the resource.

The main limitation of the previous studies, for both BFS and DFS strategies,
is that all the approaches are restricted to only one search strategy. On the con-
trary, for the same P2P network, in some conditions it is preferable to employ
both BFS and DFS strategies. In order to obtain a flexible search strategy, which
intelligently takes into account the working conditions of the P2P network, Vapa
et al. [8] proposed a neural network based approach (NeuroSearch) which adap-
tively combines BFS and DFS. In NeuroSearch, a trained neural network is able
to map a specific input set to forward decisions in an if-then logic. Thanks to
this logic, the resource discovery strategy can be applied also in devices with
limited computing power. On the other hand, training neural networks to adapt
to various conditions is challenging since it requires training in multiple topo-
logical scenarios thus leading to complicated computational requirements. It is
therefore fundamental to investigate efficient training algorithms which lead to
high performance in a short training time.

2 Problem Description

NeuroSearch [8] is a neural network-based approach which combines different
local information units together as an input to multi-layer perceptron (MLP)
neural network [9]. The neural network employed in NeuroSearch contains two
hidden layers, both having 10 neurons and two different transfer functions in
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Fig. 1. MLP Neural Network Fig. 2. Query Forwarding

hidden and output layers. The structure of this neural network (see Fig. 1)
has been selected on the basis of previous studies carried out by means of the
P2PRealm simulation framework [10]. Details regarding the functioning of this
neural network are given in [8] and [10]. We characterize the query forwarding
situation with a model consisting of 1) the previous forwarding node, 2) the
currently forwarding node and 3) the receiver of the currently forwarding node.
Upon receiving a query, the currently forwarding node selects the first of its
neighbors and determines the inputs, related to that neighbor, of the neural
network. The neural network output is then calculated. This output establishes
whether or not the query will be forwarded to the neighbor. Next, all other
neighbors including the previous forwarding node, are processed in a similar
manner by means of the same neural network. Fig. 2, shows an example of the
functioning of a P2P network with neural network based forwarding. The circles
shown in the figure represent peers of the P2P network. The arcs between the
peers represent the Transmission Control Protocol communication links between
the peers. The rectangles represent a neural network evaluation for different
neighbors. This paper addresses the problem in the training of a neural network
(i.e. the determination of the set of weight coefficients W ) of the kind in Fig. 1
with the aim summarized in Fig 2. As shown in Fig. 1, the weights can be divided
into three categories on the basis of the layer to which they belong to. There are
22 input neurons and 10 neurons on both the hidden layers. Since one input is
constant (Bias, see [8]) the total amount of weights is 22 ∗ 9+ 10 ∗ 9+ 10 = 298.
The weights can take values within the range (−∞,∞). In order to estimate the
quality of a candidate solution, the performance of the P2P network is analyzed
with the aid of a simulator whose working principles are described in [10] and a
certain number n of queries are performed. For each query, the simulator returns
two outputs: the number of query packets P used in the query and the number
of found resource instances R during the query. At each jth query, these outputs
are combined in the following way and Fj is determined:

Fj =

⎧⎪⎪⎨
⎪⎪⎩

0 if P > 300
1− 1

P+1 if P ≤ 300 AND R = 0

50 ∗R− P if P ≤ 300 AND 0 < R < AR
2

50 ∗ AR2 − P if P ≤ 300 AND AR
2 < R

(1)
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In (1), the amount of Available Resources (AR) instances is constant at each
query and the constant values 300 and 50 have been set according to the criterion
explained in [8]. It must be noted that due to its formulation each Fj could
likely contain several plateaus (see (1)). The total fitness over the n queries

is given by F =
n∑
j=1

Fj(W ). It is important to remark that multiple queries

(n = 10) are needed in order to ensure that the neural network is robust in
different query conditions. The querying peer and the queried resource need
to be changed to ensure that the neural network is not only specialized for
searching resources from one part of the network or one particular resource
alone. Therefore, two consecutive fitness evaluations do not produce the same
fitness value for the same neural network. Since n queries are required and, for
each query, the first forwarding node is chosen at random, fitness F is noisy.
This noise is not Gaussian. Let us indicate with PN (n) the distribution of this
noise and thus formulate the optimization problem addressed in this paper:

max (F (W ) + Z) in (−∞,∞)298 ;Z ∼ PN (n) (2)

3 The Adaptive Global-Local Memetic Algorithm

In order to solve the problem in (2), the following Adaptive Global-LocalMemetic
Algorithm (AGLMA) has been implemented.

Initialization. An initial sampling made up of Sipop individual has been exe-
cuted pseudo-randomly with a uniform distribution function over the interval
[−0.2, 0.2]. This choice can be briefly justified in the following way. The weights
of the initial set of neural networks must be small and comparable among each
other in order to avoid one or a few weights dominating with respect to the
others as suggested in [11], [12].

Parent Selection and Variation Operators. All individuals of the pop-
ulation Spop undergo recombination and each parent generates an offspring.
The variation occurs as follows. Associated with each candidate solution i is
a self-adaptive vector hi which represents a scale factor for the exploration.
More specifically, at the first generation the self-adaptive vectors hi are pseudo-
randomly generated with uniform distribution within [−0.2, 0.2] (see [11], [12]).

At subsequent generations each self-adaptive vector is updated according to
[11], [12]:

hk+1
i (j) = hki (j) e

(τNj(0,1)) for j = 1, 2...n (3)

where k is the index of generation, j is the index of variable (n = 298), Nj (0, 1)
is a Gaussian random variable and τ = 1√

2
√
n

= 0.1659. Each corresponding

candidate solution Wi is then perturbed as follows [11], [12]:

W k+1
i (j) = W k

i + hk+1
i (j)Nj (0, 1) for j = 1, 2...n (4)

Fitness Function. In order to take into account the noise, function F is cal-
culated ns times and an Explicit Averaging technique is applied [13]. More
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specifically, each set of weights for a neural network (candidate solution) is eval-
uated by means of the following formula:

F̂ = F imean −
σi√
ns

(5)

where F imean and σi are respectively the mean value and standard deviation
related to the ns samples performed to the ith candidate solution.

The penalty term σi√
ns

takes into account distribution of the data and the

number of performed samples [14]. Since the noise strictly depends on the so-
lution under consideration, it follows that for some solutions the value of σi

is relatively small (stable solutions) and so penalization is small. On the other
hand, other solutions could be unstable and score 0 during some samples and
give a high performance value during other samples. In these cases σi is quite
large and the penalization must be significant.

Local Searchers. Two local searchers with different features in terms of search
logic and pivot rule have been employed. These local searchers have the role of
supporting the evolutionary framework, offering new search directions and ex-
ploiting the available genotypes [15].

1)Simulated Annealing. The Simulated Annealing (SA) metaheuristic [16]
has been chosen since it offers an exploratory perspective in the decision space
which can choose a search direction leading to a basin of attraction different from
starting point W0 and, thus, prevents an undesired premature convergence. The
exploration is performed by using the same mutation scheme as was described
in equations (3) and (4) for an initial self-adaptive vector h0 pseudo-randomly
sampled in [−0.2, 0.2].

The main reason for employing the SA in the AGLMA is that the evolution-
ary framework should be assisted in finding better solutions which improve the
available genotype while at the same time exploring areas of the decision space
not yet explored. It accepts, with a certain probability, solutions with worse per-
formance in order to obtain a global enhancement in a more promising basin of
attraction. In addition, the exploratory logic aims to overcome discontinuities of
the fitness landscape and to “jump” into a plateau having better performance.
For these reasons the SA has been employed as a “global” local searcher.

2)Hooke-Jeeves Algorithm. The Hooke-Jeeves Algorithm (HJA) [17] is a de-
terministic local searcher which has a steepest descent pivot rule. The HJA is
supposed to efficiently exploit promising solutions enhancing their genotype in
a meta-Lamarckian logic and thus assist the evolutionary framework in quickly
climbing the basin of attractions. In this sense the HJA can be considered as a
kind of “local” local searcher integrated in the AGLMA.

Adaptation. In order to design a robust algorithm [15], at the end of each
generation the following parameter is calculated:

ψ = 1−
∣∣∣∣∣
F̂avg − F̂best

F̂worst − F̂best

∣∣∣∣∣ (6)
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where F̂worst, F̂best, and F̂avg are the worst, best, and average of the fitness
function values in the population, respectively. As highlighted in [18], ψ is a
fitness-based measurement of the population diversity which is well-suited for
flat fitness landscapes. The employment of this parameter, taking into account
the presence of plateaus in the fitness landscape (i.e. areas with a very low vari-
ability in the fitness values.) ψ, efficiently measures the population diversity even
when the range of variability of all fitness values is very small. The population
has high diversity when ψ ≈ 1 and low diversity when ψ ≈ 0. A low diversity
means that the population is converging (possibly in a suboptimal plateau). We
remark that the absolute diversity measure used in [14], [19], [20] and [21] is
inadequate in this case, since, according to this, the population diversity would
be very low most of the time.

Coordination of the local searchers. The SA is activated by the condition
ψ ∈ [0.1, 0.5]. This adaptive rule is based on the observation that for values of
ψ > 0.5, the population diversity is high and therefore the evolutionary frame-
work needs to have a high exploitation of the available genotypes (see [19], [18]
and [21]). On the other hand, if ψ < 0.5 the population diversity is decreasing
and application of the SA can introduce a new genotype in the population which
can prevent a premature convergence. In this sense, the SA has been employed
as a local searcher with “global” exploratory features. The condition regarding
the lower bound of usability of the SA (ψ > 0.1) is due to the consideration that
if ψ < 0.1 application of the SA is usually unsatisfactory since it most likely
leads to a worsening in performance.

Moreover, the SA, in our implementation, is applied to the second best in-
dividual. This gives a chance at enhancing a solution with good performance
without possibly ruining the genotype of the best solution. The initial temper-

ature Temp0 has been adaptively set Temp0 =
∣∣∣F̂avg − F̂best

∣∣∣. This means that

the probability of accepting a worse solution depends on the state of the conver-
gence. In other words, the algorithm does not accept worse solutions when the
convergence has practically occurred.

The HJA is activated when ψ < 0.2 and is applied to the solution with best
performance. The basic idea behind this adaptive rule is that the HJA has the
role of quickly improving the best solution while staying in the same basin of
attraction. In fact, although evolutionary algorithms are efficient in detecting
a solution which is near the optimum, they are not so efficient in “ending the
game” of optimization. In this light, the action of the HJA can be seen as purely
“local”. The condition ψ < 0.2 means that the HJA is employed when there are
some chances that optimal convergence is approaching. An early application of
this local searcher can be inefficient since a high exploitation of solutions having
poor fitness values would not lead to significant improvements of the population.

It should be noted that in the range ψ ∈ [0.1, 0.2] both local searchers are ap-
plied to the best two individuals of the population. This range is very critical for
the algorithm because the population is tending towards a convergence but still
has not reached such a condition. In this case, there is a high risk of premature
convergence due to the presence of plateaus and suboptimal basins of attraction
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or false minima introduced by noise. Thus, the two local searchers are supposed
to “compete and cooperate” within the same generation, merging the “global”
search power of the SA and the “local” search power of the HJA. An additional
rule has been implemented. When the SA has succeeded in enhancing the start-
ing solution, the algorithm attempts to further enhance it by the application of
the HJA under supervision of the evolutionary framework.

Dynamic population size in survivor selection. The population is resized
at each generation and the Spop individuals having the best performance are
selected for the subsequent generation:

Spop = Sfpop + Svpop · (1− ψ) , (7)

where Sfpop and Svpop are the fixed minimum and maximum sizes of the variable
population Spop, respectively.

The dynamic population size has two combined roles. The first is to massively
explore the decision space and thus prevent a possible premature convergence
(see [19]), the second is to Implicitly Average in order to compensate for noise
by means of the evaluations of similar individuals [13]. According to the first
role, when ψ ≈ 0 the population is converging and a larger population size
is required to increase the exploration and possibly inhibit premature conver-
gence by offering new search directions. On the other hand, if the population is
spread out in the decision space it is highly desirable that the most promising
solution leads the search and that the algorithm exploits this promising search
direction. According to the second role, it is well-known that large population
sizes are helpful in defeating the noise [22]. Furthermore, recent studies [14], [23]
have noted that the noise jeopardizes functioning of the selection mechanisms
especially for populations made up of individuals having similar performance,
since the noise introduces a disturbance in pair-wise comparison. Therefore, the
AGLMA aims to employ a large population size in critical conditions (low di-
versity) and a small population size when a massive averaging is unnecessary.
The algorithm stops when either a budget condition on the number of fitness
evaluations is satisfied or ψ takes a value smaller than 0.01.

4 Numerical Results

For the AGLMA 30 simulation experiments have been executed. Each experi-
ment has been stopped after 1.5 × 106 fitness evaluations. At the end of each
generation, the best fitness value has been saved. These values have been av-
eraged over the 30 experiments available. The average over the 30 experiments
defines the Average Best Fitness (ABF). Analogously, 30 experiments have been
carried out with the Checkers Algorithm (CA) described in [11], [12] according
to the implementation in [8], and the proposed here Adaptive Checkers Algo-
rithm (ACA) which is the CA with the fitness as shown in (5) and the adaptive
population size as shown in (7). For the same P2P network, the BFS according
to the implementation in Gnutella and the random walker DFS proposed in [2]
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have been applied. Table 1 shows the parameter settings for the three algorithms
and the optimization results. The final fitness F̂ b obtained by the most success-
ful experiment (over the 30 sample runs), the related number of query packets
P used in the query and the number of found resource instances R during the
query are given. In addition the average best fitness at the end of the experiments
< F̂ >, the final fitness of the least successful experiment F̂w and the related
standard deviation are shown. Since the BFS follows a deterministic logic, thus
only one fitness value is shown. On the contrary, the DFS under study employs
a stochastic structure and thus the same statistic analysis as that of CA, ACA
and AGLMA over 30 experiments has been carried out.

Table 1. Parameter setting and numerical results

PARAMETER AGLMA CA ACA BFS DFS

EVOLUTIONARY FRAMEWORK

Si
pop 30 30 30 – –

Spop ∈ [20, 40] 30 ∈ [20, 40] – –

sample size ns 10 – 10 – –

SIMULATED ANNEALING

initial temperature Temp0 adaptive – – – –

temperature decrease hyperbolic – – – –

maximum budget per run 600 – – – –

HOOKE-JEEVES ALGORITHM

exploratory radius ∈ [0.5, 0.01] – – – –

maximum budget per run 1000 – – – –

NUMERICAL RESULTS

P 350 372 355 819 514

R 81 81 81 81 81

F̂ b 3700 3678 3695 3231 3536

< F̂ > 3654 3582 3647 – 3363

F̂w 3506 3502 3504 – 3056

std 36.98 37.71 36.47 – 107.9

Numerical results in Table 1 show that the AGLMA and ACA outperform the
CA and that the AGLMA slightly outperformed the ACA in terms of the final
solution found. Moreover, the AGLMA clearly outperforms the BFS employed
in Gnutella and the DFS.

Figures 3 and 4 show the comparison of the performance. As shown, the
AGLMA has a slower convergence than the CA and the ACA but reaches a
final solution having better performance. It is also clear that the ACA has inter-
mediate performance between the CA and AGLMA. The ACA trend, in early
generations, has a rise quicker than the AGLMA but slower than the CA. On
the other hand, in late generations, the ACA outperforms the CA but not the
AGLMA. Regarding effectiveness of the noise filtering components, Fig. 4 shows
that the ACA and the AGLMA are much more robust with respect to noise than
the CA. In fact, the trend of the CA performance contains a high amplitude and
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frequency ripple, while the ACA and AGLMA performance are roughly mono-
tonic. Regarding effectiveness of the local searchers, the comparison between the
ACA and the AGLMA shows that the AGLMA slightly outperforms the ACA
tending to converge to a solution having a better performance.

5 Conclusion

This paper proposes an AGLMA for performing the training of a neural net-
work, which is employed as computational intelligence logic in P2P resource
discovery. The AGLMA employs averaging strategies for adaptively executing
noise filtering and local searchers in order to handle the multivariate fitness
landscape. These local searchers execute the global and local search of the de-
cision space from different perspectives. The numerical results show that the
application of the AGLMA leads to a satisfactory neural network training and
thus to an efficient P2P network functioning. The proposed neural network along
with the learning strategy carried by the AGLMA allows the efficient location
of resources with little query traffic. Thus, with reference to classical resource
discovery strategies (Gnutella BFS and DFS), the user of the P2P network ob-
tains plentiful amounts of information about resources consuming a definitely
smaller portion of bandwidth for query traffic. Regarding performance during
the optimization process, comparison with a popular metaheuristic present in
literature shows the superiority of the AGLMA in terms of final solution found
and reliability in a noisy environment.
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Summary. This chapter proposes a neural network based approach for solving the re-
source discovery problem in Peer to Peer (P2P) networks and an Adaptive Global Local
Memetic Algorithm (AGLMA) for performing in training of the neural network. The
neural network, which is a multi-layer perceptron neural network, allows the P2P nodes
to efficiently locate resources desired by the user. The necessity of testing the network
in various working conditions, aiming to obtain a robust neural network, introduces
noise in the objective function. The AGLMA is a memetic algorithm which employs
two local search algorithms adaptively activated by an evolutionary framework. These
local searchers, having different features according to the exploration logic and the
pivot rule, have the role of exploring decision space from different and complemen-
tary perspectives. Furthermore, the AGLMA makes an adaptive noise compensation
by means of explicit averaging on the fitness values and a dynamic population sizing
which aims to follow the necessity of the optimization process. The numerical results
demonstrate that the proposed computational intelligence approach leads to an efficient
resource discovery strategy and that the AGLMA outperforms an algorithm classically
employed for executing the neural network training.

Keywords:Memetic Algorithms, NeuralNetworks,P2PNetworks, Telecommunication,
Noisy Optimization Problems.

8.1 Introduction

During recent years the use of peer-to-peer networks (P2P) has significantly
increased. P2P networks are widely used to share files or communicate with
each other using Voice over Peer-to-Peer (VoP2P) systems, for example Skype.
Due to the large number of users and large files being shared communication
load induced to the underlying routers is enormous and thus demand of high
performance in peer-to-peer networks is constantly growing.

In order to obtain a proper functioning of a peer-to-peer network a crucial
point is to efficiently execute the peer-to-peer resource discovery, meaning the
search of information (files, users, devices etc.) within a network of computers
connected by Internet. An improper resource discovery mechanism would lead
to overwhelming query traffic within the P2P network and consequently to a
waste of bandwidth of each single user connected to the network.

C. Cotta and J. van Hemert (Eds.): Recent Advances in Evol. Comp., SCI 153, pp. 113–129, 2008.
springerlink.com c© Springer-Verlag Berlin Heidelberg 2008
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Although several proposals are present in commercial packages (e.g., Gnutella
[151] and KaZaA), this problem is still intensively studied in literature. Resource
discovery strategies can be divided into two classes: breadth-first search and
depth-first search. Breadth-First Search (BFS) strategies forward a query to mul-
tiple neighbors at the same time whereas Depth-First Search (DFS) strategies
forward only to one neighbor. In both strategies, the choice of those neighbors
receiving the query is carried out by heuristic methods. These heuristics might
be stochastic e.g. random selection [152], or based on deterministic rules [153].

BFS strategies have been used in Gnutella [151], where the query is forwarded
to all neighbors and the forwarding is controlled by a time-to-live parameter. This
parameter is defined as the amount of hops required to forward the query. Two
nodes are said to be n hops apart if the shortest path between them has length
n [153]. The main disadvantage of the Gnutella’s mechanism is that it generates
a massive traffic of query messages when the time-to-live parameter is high thus
leading to a consumption of an unacceptable amount of bandwidth.

In order to reduce query traffic, Lv et al. [152] proposed the Expanding Ring.
This strategy establishes that the time-to-live parameter is gradually increased
until enough resources have been found. Although use of the Expanding Ring
is beneficial in terms of query reduction, it introduces some delay to resource
discovery and thus implies a longer waiting time for the user. Kalogeraki et
al. [154] proposed a Modified Random Breadth-First Search (MRBFS) as an en-
hancement of the Gnutella’s algorithm. In MRBFS, only a subset of neighbors
are selected randomly for forwarding. They also proposed an intelligent search
mechanism which stores the performance of the queries previously done for each
neighbor. This memory storage is then used to direct the subsequent queries. Fol-
lowing the ideas of Kalogeraki et al., Menascé [155] proposed that only a subset
of neighbors are randomly selected for forwarding. Yang and Garcia-Molina [153]
proposed the Directed BFS (DBFS), which selects the first neighbor based on
one of several heuristics and further uses BFS for forwarding the query. They
also proposed the use of local indices for replicating resources to a certain radius
of hops from a node. In Gnutella2 [156] a trial query is sent to the neighbors
and, on the basis of obtained results, an estimate of how widely the actual query
should be forwarded is calculated.

In the DFS strategies, selection of the neighbor chosen for the query forward-
ing is performed by means of heuristics. The main problem related to use of
this strategy is the proper choice of this heuristic. A popular heuristic employed
with this aim is the random walker which selects the neighbor randomly. The
random walker terminates when a predefined number of hops have been trav-
elled or when enough resources have been found. Lv et al. [152] studied the
use of multiple random walkers which periodically check the query originator
in order to verify if the query should still be forwarded further. Tsoumakos
and Roussopoulos [157] proposed an Adaptive Probabilistic Search (APS). The
APS makes use of feedback from previous queries in order to tune probabilities
for further forwarding of random walkers. Crespo and Garcia-Molina [158] pro-
posed the routing indices, which provide shortcuts for random walkers in locating
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resources. Sarshar et al. [159] proposed the Percolation Search Algorithm (PSA)
for power-law networks. The idea is to replicate a copy of resources to a sufficient
number of nodes and thus ensure that resource discovery algorithm locates at
least one replica of the resource.

The main limitation of the previous studies, for both BFS and DFS strategies,
is that all the approaches are restricted to only one search strategy. On the
contrary, for the same P2P network, in some conditions it is preferable to employ
both BFS and DFS strategies. In order to obtain a flexible search strategy,
which intelligently takes into account the working conditions of the P2P network,
Vapa et al. [160] proposed a neural network based approach (NeuroSearch). This
strategy combines multiple heuristics as inputs of a neural network in order to
classify among all its neighbors those which will receive the query, thus it does
not fix a priori the search strategy (breadth-first or depth-first) to be employed.
Depending on the working conditions of the P2P network, NeuroSearch can
alternate between both search strategies during a single query.

Since NeuroSearch is based on a neural network, it obviously follows that an
initial training is needed. The resulting optimization problem is very challenging
because neural networks have a large number of weights varying from minus to
plus infinity. In addition, in order to obtain a robust search strategy it is required
that training is performed in various working conditions of a P2P network. It
is therefore required that many queries are executed, thus making the training
problem computationally expensive and the optimization environment noisy.

8.2 NeuroSearch - Neural Network Based Query
Forwarding

As highlighted above, NeuroSearch [160] is a neural network-based approach for
solving the resource discovery problem. NeuroSearch combines different local
information units together as an input to multi-layer perceptron (MLP) neu-
ral network [161]. Multi-layer perceptron is a non-linear function approximator,
which is organized into different layers: an input layer, one or more hidden layers
and an output layer. Adjacent layers are connected together with weights, these
weights are the parameters of the function approximator to be determined by
the learning process. Hidden and output layers contain neurons, which take a
weighted sum of outputs from the previous layer and use a non-linear trans-
fer function to produce output to the next layer. NeuroSearch uses two hidden
layers, both having 10 neurons and two different transfer functions in hidden
and output layers. The structure of this neural network has been selected on
the basis of previous studies carried out by means of the P2PRealm simulation
framework [162].

We characterize the query forwarding situation with a model consisting of
1)the previous forwarding node, 2)the currently forwarding node and 3)the re-
ceiver of the currently forwarding node. Upon receiving a query, the currently
forwarding node selects the first of its neighbors and determines the inputs,
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related to that neighbor, of the neural network. Then, the neural network output
is calculated. This output establishes whether or not the query will be forwarded
to the neighbor. Next, all other neighbors including the previous forwarding
node, are processed in a similar manner by means of the same neural network.
If some of the neighbors were forwarded, then new query forwarding situations
will occur until all forwarding nodes have decided not to forward query further.

Fig. 8.1 shows the functioning of a P2P network with neural network based
forwarding.

Fig. 8.1. Query Forwarding

The circles shown in the figure represent the peers of the P2P network. The
arcs between the peers represent the Transmission Control Protocol (TCP) com-
munication links between the peers. The rectangles represent a neural network
evaluation for different neighbors. More specifically, node A denoted with a ques-
tion mark begins a query. It attempts to forward the query to node B. The neural
network in rectangle 1. outputs zero and therefore the query is not forwarded.
Instead the second evaluation for node C, shown in rectangle 2, outputs one and
the query is forwarded to node C. Then node C attempts to forward the query
to neighbor nodes and the nodes B and D receives the query. In the last steps
nodes B and D do not forward the query further and the query ends. The query
enters nodes C and D denoted with an exclamation mark thereby locating two
resource instances.

8.2.1 The Set of the Neural Network Inputs

The MLP uses constant, binary and discrete valued inputs as an information for
making forwarding decisions. Each input Ij is a neuron and all 22 inputs I form
the input layer.

The following input is constant:

(1) Bias takes value 1. Bias is needed in MLP neural networks to approximate
functions with non-zero output in case of zero input.
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The following inputs are binary:

(2) Sent scores 1 if the query has already been forwarded to the receiver. Oth-
erwise it scores 0.
(3) CurrentVisited scores 1 if the query has already been received by the cur-
rently forwarding node, else it scores 0.
(4) From is a binary variable indicating whether a query was received from this
receiver. From scores 1 if the current query was received from this receiver. Oth-
erwise it scores 0.
(5) RandomNeighbor scores 1 for a randomly selected receiver and 0 for other
receivers in the current node.
(6) EnoughReplies scores 1, if through the query path used by the current query
an equal number or more resources have been found as were given in RepliesTo-
Get input parameter (see below). Otherwise EnoughReplies scores 0.
The following inputs are discrete:
(7) Hops is the number of edges the query has travelled in a P2P network (see
definition of Hops in section 8.1).
(8) ToNeighbors is the number of neighbors connected to the receiver.
(9) CurrentNeighbors is the number of neighbors connected to the currently for-
warding node.
(10) FromNeighbors is the number of neighbors connected to the previous for-
warding node.
(11) InitiatorNeighbors is the number of neighbors connected to the query
initiator.
(12) NeighborsOrder is a number associated to each neighbor connected to the
forwarding peer. The NeighborsOrder is assigned by ascent sorting and enumer-
ating (0, 1, 2...) the neighbors according to their degree. By degree of a peer node
we mean the number of neighbors connected to it.
(13) FromNeighborsOrder, indicates the NeighborsOrder of the previous forward-
ing node.
(14) RepliesNow is the number of replies the query locates in its query path.
(15) PacketsNow is the number of packets the query produces in its query path.
(16) RepliesToGet is the number of resources that need to be located.
(17) Forwarded is the number of times the currently forwarding node has for-
warded the query.
(18) NotForwarded is the number of times the current node did not forward the
query.
(19) DecisionsLeft is the number of forwarding “decisions” the current node will
still make for the current query message i.e. how many neighbors have not yet
been evaluated for forwarding the query message.
(20) SentCounter is the number of times the current query has already been
forwarded to the receiver.
(21) CurrentVisitedCounter is the number of times the query has already been
received by the currently forwarding node.
(22) BranchingResourcesMissing estimates how many resources on average
should still be located from the current query path. First the estimate is set
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to the value of RepliesToGet. The estimate is updated each time the current
node has made all the forwarding decisions. If the current node contained the
queried resource, the value is decreased by one. The estimate is then updated
depending on whether the current value is positive or negative. In case of a pos-
itive value, the current value is divided with the number of neighbors receiving
the query. In case of a negative value, the current value is multiplied by the
number of neighbors, which will receive the query.

8.2.2 Input Scaling

To ensure that all inputs are in the range of [0, 1] the discrete inputs need to be
scaled. The discrete inputs can be classified into three categories according to
their original range of variability.

(a) Inputs in the range of [0,∞] are Hops, NeighborsOrder, FromNeighborsOr-
der, RepliesNow, PacketsNow, RepliesToGet, Forwarded, NotForwarded, Deci-
sionsLeft, SentCounter andCurrentVisitedCounter and they are scaled with the
function s(Ij) =

1
Ij+1

(b)Inputs in the range of [1,∞] are ToNeighbors, CurrentNeighbors, FromNeigh-
bors and InitiatorNeighbors and they are scaled with s(Ij) =

1
Ij

(c)BranchingResourcesMissing is in the range of [−∞,∞] and it is scaled with
the sigmoid function s(I22) =

1
1+e−I22

The scaled inputs I are then given to the neural network.

8.2.3 Calculation of the Neural Network Output

The neurons on the hidden layers contain the transfer function t(a) = 2
1+e−2a −1

where a is the sum of the outcoming weighted outputs from the previous (input
or first hidden) layer and Bias.

The output layer neuron contains a transfer function

u(a) =

{
0 if a < 0
1 if a ≥ 0

(8.1)

where a is the sum of the outcoming weighted outputs from the second hidden
layer. The output function is thus defined as follows:

O = f (I) = u

⎛
⎝w3,1 +

L∑
l=2

w3,lt

⎛
⎝w2,1,l +

K∑
k=2

w2,k,lt

⎛
⎝ J∑
j=1

w1,j,ksj (Ij)

⎞
⎠
⎞
⎠
⎞
⎠
(8.2)

where J is the number of inputs, K is the number of neurons on the second layer,
L is the number of neurons on the third layer, w1,j,k is the weight from the jth

input to kth neuron on the first hidden layer, w2,k,l is the weight from the kth

neuron on the first hidden layer to lth neuron on the second hidden layer and
w3,l is the weight from the lth neuron on the second hidden layer to the output
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neuron, w2,1,l is the bias weight associated to the second hidden layer and w3,1

is the bias weight associated to the output layer.
Output O can take a boolean value indicating whether the query is forwarded

to the neighbor node currently being taken into consideration. The neural net-
work output is calculated separately for each neighbor node and after the calcu-
lations, the query is sent to neighbor nodes which had an output value 1.

8.3 The Optimization Problem

The neural network described above is supposed to handle the communication
and data transfer between a couple of peers. As in all cases of the neural networks,
its proper functioning is subject to correctly executed training. The training of a
neural network consists of determination of the set of weight coefficients W . As
shown in formula (8.2), the weights can be divided into three categories on the
basis of the layer to which they belong to. There are 22 input neurons and 10
neurons on both the hidden layers. Since one input is constant (Bias) the total
amount of weights is 22 ∗ 9 + 10 ∗ 9 + 10 = 298. The weights can take values in
the range [−∞,∞] .

8.3.1 Fitness Formulation

In order to estimate the quality of a candidate solution, the performance of the
P2P network is analyzed with the aid of a simulator whose working principles are
described in [162]. More specifically, the set of weights is given to the simulator
and a certain number n of queries are performed. The total fitness over the n
queries is given by:

F =
n∑
j=1

Fj(W ) (8.3)

where Fj is the fitness contribution from each query. It is important to remark
that multiple queries are needed in order to ensure that the neural network is
robust in different query conditions. In addition, for each query the amount of
Available Resources (AR) instances is known. Thus, AR is a constant value given
a priori.

For each query, the simulator returns two outputs:

(a) the number of query packets P used in the query
(b) the number of found resource instances R during the query

For details regarding the simulation see [162]. These outputs are combined in
the following way in order to determine each Fj :

Fj =

⎧⎪⎪⎨
⎪⎪⎩

0 if P > 300
1− 1

P+1 if P ≤ 300 AND R = 0

50 ∗R− P if P ≤ 300 AND 0 < R < AR
2

50 ∗ AR2 − P if P ≤ 300 AND AR
2 < R

(8.4)
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In formula (8.4), the constant values 300 and 50 have been set according to
the criterion explained in [160].

The first condition in (8.4) ensures that the neural network should eventually
stop forwarding the queries. The second condition controls that if no resources
are found then the neural network increases the number of query packets sent to
the network. The third condition states that if the number of found resources is
not enough then the neural network develops only by locating more resources.
The fourth condition ensures that when half of the available resource instances
are found from the network the fitness grows if the neural network uses fewer
query packets. The fourth condition also upperbounds Fj to 50 ∗ AR2 − AR

2 =

49∗ AR2 , because it is imposed that when half of the resource instances are found

P is at minimum AR
2 .

Thus, the problem of discovering resources in the P2P network consists of the
maximization of F in a 298-dimension continuous space:

max (F (W )) in [−∞,∞]
298

(8.5)

Due to the necessity of ensuring robustness of the neural network in different
queries, the fitness value varies with the chosen query. The querying peer and the
queried resource need to be changed to ensure that the neural network is not just
specialized for searching resources from one part of the network or one particular
resource alone. Since n (in our case n = 10) queries are required and they are
chosen at random, fitness F is noisy. This noise does not have any peculiarity
and therefore it can hardly be approximated by a known distribution function.
Let us indicate with PN the distribution of this noise and thus re-formulate the
problem in equation (8.5)

max (F (W ) + Z) in [−∞,∞]298 ;Z ∼ PN (8.6)

8.3.2 Features of the Decision Space and the Fitness Landscape

As highlighted above, the optimization problem is highly multivariate and is de-
fined in a continuous domain. It obviously follows that the problem is quite chal-
lenging due to a high dimensionality. In addition, presence of the noise enhances
the difficulty of the problem because it introduces some “false” optima into the
landscape which disturb the functioning of any optimization algorithm [163,164].

Due to the structure of each Fj (see equation (8.4)), the fitness landscape
contains discontinuities. In particular, it is relevant to observe that due to the
first condition in (8.4) the fitness landscape contains some plateaus with a null
value as well as some other areas which take non-null values and contain a
variability. In order to give a rough description of the fitness landscape, the
following test has been designed. 2 million candidate solutions have been pseudo-
randomly sampled by means of a uniform distribution within the decision space.
Fig. 8.2 and 8.3 show the histogram and distribution curve, respectively, related
to this test. It should be noted that the y-axis has a logarithmic scale. Fig. 8.2
shows that about half the points take a null fitness value and Fig. 8.3 shows that
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Fig. 8.2. Histogram of Fitness Values
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Fig. 8.3. Distribution of Fitness Values

the distribution curve contains a very high, sharp peak in zero and other lower
sharp peaks before 500. This obviously means the fitness landscape contains some
plateau areas for low fitness values (up to 500) and a variational area for high
fitness values. In other words the fitness landscape is locally flat and contains
several areas having a small variation in fitness values [165, 166]. This feature
of the fitness landscape makes the optimization problem very challenging since
many optimization algorithms can easily stagnate or prematurely converge in a
suboptimal plateau.

8.4 The Adaptive Global-Local Memetic Algorithm

In order to solve the problem in (8.5), an Adaptive Global-Local Memetic
Algorithm (AGLMA) has been implemented.

8.4.1 Initialization

An initial sampling made up of Sipop individual has been executed pseudo-
randomly with a uniform distribution function over the interval [−0.2, 0.2]. This
choice can be briefly justified in the following way. The weights of the initial set
of neural networks must be small and comparable among each other in order to
avoid one or a few weights dominating with respect to the others as suggested
in [167, 168].

8.4.2 Parent Selection and Variation Operators

All individuals of the population Spop undergo recombination and each parent
generates an offspring. The variation occurs as follows. For each candidate solu-
tion i is associated a self-adaptive vector hi which represents a scale factor for
the exploration. More specifically, at the first generation the self-adaptive vectors
hi are pseudo-randomly generated with uniform distribution within [−0.2, 0.2].

At the subsequent generations each self-adaptive vector is updated according
to [167, 168]:

hk+1
i (j) = hki (j) e

(τNj(0,1)) for j = 1, 2...n (8.7)

where k is the index of generation, j is the index of variable (n = 298), Nj (0, 1)
is a Gaussian random variable and τ = 1√

2
√
n

= 0.1659. Each corresponding
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candidate solution Wi is then perturbed according to the following formula
[167, 168]:

W k+1
i (j) = W k

i + hk+1
i (j)Nj (0, 1) for j = 1, 2...n (8.8)

It is interesting to observe that each component hki (j) of the self-adaptive vec-
tor at the kth generation can be seen as the standard deviation of a Gaussian
perturbation.

8.4.3 Fitness Function

In order to take into account the noise, function F is calculated ns times (where
ns stands for number of samples) and an Explicit Averaging technique is applied
[164, 169]. More specifically each set of weights of a neural network (candidate
solution) is evaluated by means of the following formula:

F̂ = F imean −
σi√
ns

(8.9)

where F imean and σi are respectively the mean value and standard deviation
related to the ns samples performed to the ith candidate solution.

The penalty term σi√
ns

takes into account the distribution of the data and

the number of performed samples [170]. Since the noise strictly depends on the
solution under consideration, it follows that for some solutions the value of σi is
relatively small (stable solutions) and so the penalization is small. On the other
hand, other solutions could be unstable and score 0 during some samples and
a high performance value during other samples. In these cases σi is quite large
and the penalization must be significant.

8.4.4 Local Searchers

Two local search algorithms with different features in terms of search logic and
pivot rule have been employed. These local searchers have the role of support-
ing the evolutionary framework, offering new search directions and exploiting the
available genotypes [171, 172]. The Simulated Annealing (SA) metaheuristic
[173], [174] has been chosen since it offers an exploratory perspective in the de-
cision space which can choose a search direction leading to a basin of attraction
different from where starting point W0 is. The exploration is performed by using
the same mutation scheme as was described in equations (8.7) and (8.8) for an
initial self-adaptive vector h0 pseudo-randomly sampled in [−0.2, 0.2]. The main
reason for employing the SA in the AGLMA is that the evolutionary framework
should be assisted in finding better solutions which improve the available genotype
while at the same time exploring areas of the decision space not yet explored. It
accepts with a certain probability solutions with worse performance in order to
obtain a global enhancement in a more promising basin of attraction. In addition,
the exploratory logic aims to overcome discontinuities of the fitness landscape and
to “jump” into a plateau having better performance. For these reasons the SA has
been employed as a “global” local searcher.
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The application of the SA local searcher can be successful in most cases, in
the early generations, and in the late generations as well. Moreover, due to its
structure the SA can efficiently offer solutions in unexplored basins of attractions
and, therefore, prevent an undesired premature convergence. The most delicate
issue related to the SA is choice of parameters. The SA has two parameters which
are the budget and the initial temperature Temp0. The budget has been fixed at
600 fitness evaluations (in order to have a constant computational cost for the
SA). The setting of the initial temperature Temp0 is performed as explained in
section 8.4.5. The temperature Temp is reduced according to a hyperbolic law
following the suggestions in [175].

The Hooke-Jeeves Algorithm (HJA) [176, 177] is a deterministic local
searcher which has a steepest descent pivot rule. Briefly the implemented HJA
consists of the following. An initial radius d0 (in our implementation d0 = 0.5)
an initial candidate solution W0 and a direction exploratory matrix are required.
In this implementation a standard identity matrix I has been chosen due to the
hypercubic features of the decision space. Let us indicate with I(m, :) the mth

row of the direction matrix with m = 1, 2..n (n = 298).
The HJA consists of an exploratory move and a pattern move. Indicating

with Wcb the current best candidate solution and with d the generic radius of
the search, the HJA during the exploratory move samples the points Wcb(m)+dI
(m, :) with m = 1, 2..n and the points Wcb(m) − dI(m, :) with m = 1, 2..n only
along those directions which turned out unsuccessful during the “+” move. Then,
if a new current best is found Wcb is updated and the pattern move is executed.
If a new current best is not found, d is halved and the exploration is repeated.

The HJA pattern move is an aggressive attempt of the algorithm which aims
to exploit promising search directions. Rather than centering the following ex-
ploration at the most promising explored candidate solution (Wcb), the HJA
tries to move further [178]. The algorithm centers the subsequent exploratory
move at Wcb±dI(m, :) (“+” or “-” on the basis of the best direction). If this sec-
ond exploratory move does not outperform F̂ (Wcb) (the exploratory move fails),
then an exploratory move with Wcb as the center is performed. The HJA stops
either when d < 0.01 or when the budget condition of 1000 fitness evaluation is
reached.

The HJA is supposed to efficiently exploit promising solutions enhancing their
genotype in a meta-Lamarckian logic and thus assist the evolutionary framework
in quickly climbing the basin of attractions. In this sense the HJA can be con-
sidered as a kind of “local” local searcher integrated in the AGLMA.

8.4.5 Adaptation

An adaptation has been implemented taking into account the features of this
kind of fitness landscape in order to design a robust algorithm [179,171]. At the
end of each generation the following parameter is calculated:

ψ = 1−
∣∣∣∣∣
F̂avg − F̂best

F̂worst − F̂best

∣∣∣∣∣ (8.10)
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where F̂worst, F̂best, and F̂avg are the worst, best, and average of the fitness
function values in the population, respectively.

As highlighted in [166], ψ is a fitness-based measurement of the fitness di-
versity which is well-suited for flat fitness landscapes. The employment of this
parameter, taking into account the presence of plateaus in the fitness landscape.
ψ, measures the population diversity in terms of fitness and is relative to the
range of the fitness values [F̂best, F̂worst] in the population. Thus, even when all
fitness values are very similar, leading to F̂best and F̂worst being close to each
other, ψ still gives a well scaled measure, since it uses the relative distance of
F̂avg from F̂best. The population has high diversity when ψ ≈ 1 and low diversity
when ψ ≈ 0. A low diversity means that the population is converging (possi-
bly in a suboptimal plateau). This parameter has been used in order to control
coordination among the local searchers and a dynamic population size.

8.4.6 Coordination of the Local Searchers

ψ has been employed in order to execute an adaptive coordination of the local
searchers so as to let them assist the evolutionary framework in the optimization
process.

The SA is activated by the condition ψ ∈ [0.1, 0.5]. This adaptive rule is based
on the observation that for values of ψ > 0.5, the fitness diversity is high and
then the evolutionary framework needs to have a high exploitation of the avail-
able genotypes (see [180], [166] and [181]). In other words, under this condition
the evolutionary framework does not require the assistance of a local searcher. On
the other hand, if ψ < 0.5 the fitness diversity is decreasing and the application
of the SA can introduce a new genotype in the population which can prevent a
premature convergence. Basically, the SA has the potential to detect new promis-
ing solutions outside a suboptimal plateau into which the population could have
fallen. In this sense, the SA has been employed as a local searcher with “global” ex-
ploratory features. The condition regarding the lower bound of usability of the SA
(ψ > 0.1) is due to the consideration that if ψ < 0.1 convergence is approaching
and the fitness value has already been drastically reduced.

Thus, the SA has the role of exploiting already existing good genotypes but
nevertheless to explore other areas of the decision space. Due to its structure,
the SA could lead new search directions but its application can lead to a so-
lution which is worse than that which it started with. For this reason, in our
implementation it is applied to the second best individual. The initial temper-
ature Temp0 has to be chosen for this local searcher. It is adaptively set to be

Temp0 =
∣∣∣F̂avg − F̂best

∣∣∣. This means that the algorithm does not accept worse

solutions when the convergence has practically occurred.
The HJA is activated when ψ < 0.2 and is applied to the solution with best

performance. The basic idea behind this adaptive rule is that the HJA has the
role of quickly improving the best solution while staying in the same basin of
attraction. In this light, the action of the HJA can be seen as purely “local”.
The condition ψ < 0.2 means that the HJA is employed when there are some
chances that optimal convergence is approaching. An early application of this
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local searcher can be inefficient since a high exploitation of solutions having poor
fitness values would not lead to significant improvements of the population.

It should be noted that in the range ψ ∈ [0.1, 0.2] both the local searchers are
applied to the best two individuals of the population. This range is very criti-
cal for the algorithm because the population is tending towards a convergence
but still has not reached such a condition. In this case, there is a high risk of
premature convergence due to the presence of plateaus and suboptimal basins
of attraction or false minima introduced by noise. Thus, the two local searchers
are supposed to “compete and cooperate” within the same generation, merging
the “global” search power of the SA and the “local” search power of the HJA
under supervision of the evolutionary framework.

An additional rule has been implemented. When the SA has succeeded in
enhancing the starting solution, the algorithm attempts to further enhance it by
the application of the HJA. This choice can be justified by the consideration that
when the SA succeeds, it returns a solution having better performance with a
genotype (usually) quite different from the starting one and, therefore, belonging
to a region of the decision space which has not yet been exploited.

8.4.7 Dynamic Population Size in Survivor Selection

The adaptation controls the population size whose dynamic variation has two
combined roles. The first is to massively explore the decision space and thus
prevent a possible premature convergence (see [182], [180]), the second is to
Implicitly Average in order to compensate for noise by means of the evaluations of
similar individuals [169]. The population is resized at each generation according
to the formula:

Spop = Sfpop + Svpop · (1− ψ) , (8.11)

where Sfpop and Svpop are the fixed minimum and maximum sizes of the variable
population Spop, respectively.

The coefficient ψ is then used to dynamically set the population size [183,184]
in order to prevent a premature convergence and stagnation. According to the
first role, when the population is highly diverse a small number of solutions
need to be exploited. When ψ ≈ 0 the population is converging and a larger
population size is required to increase the exploration. The main idea is that
if a population is in a suboptimal plateau an increase of the population size
enhances the chances of detecting new promising areas of the decision space and
thus prevent premature convergence. On the other hand, if the population is
spread out in the decision space it is highly desirable that the most promising
solution leads the search and that the algorithm exploits this promising search
direction.

According to the second role, it is well-known that large population sizes
are helpful in defeating the noise (Implicitly Averaging) [185,186]. Furthermore,
recent studies [187,170] have noted that the noise jeopardizes proper functioning
of the selection mechanisms, especially in cases of low fitness diversity since the
noise introduces a disturbance in pair-wise comparison. Therefore, the AGLMA
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Pseudo-Random Initial Sampling of the weights W and self-adaptive parameters h;

Fitness evaluation of the initial population by F̂ = F i
mean − σi√

ns
;

Calculate ψ = 1 −
∣∣∣∣ F̂avg−F̂best
F̂worst−F̂best

∣∣∣∣;
while budget conditions and ψ > 0.01

for all the individuals i
for all the variables j

hi (j) = hi (j) e(τNj(0,1));
Wi (j) =Wi + hi (j)Nj (0, 1);

end-for
end-for

Fitness evaluation of the population by F̂ = F i
mean − σi√

ns
;

Sort the population made up of parents and offsprings according to their fitness values;
if ψ ∈ [0.1, 0.5]

Execute the SA on the individual with the 2nd best performance;
if ψ < 0.2

Execute the HJA on the individual with the best performance;
end-if
if the SA succeeds

Execute the HJA on the individual enhanced by the SA;
end-if

end-if

Calculate Spop = Sf
pop + Sv

pop · (1 − ψ);
Select the Spop best individuals to the subsequent generation;

Calculate ψ = 1 −
∣∣∣∣ F̂avg−F̂best
F̂worst−F̂best

∣∣∣∣;
end-while

Fig. 8.4. AGLMA pseudo-code

aims to employ a large population size in critical conditions (low diversity) and
a small population size when a massive averaging is unnecessary.

After the calculation of Spop in equation (8.11), the AGLMA selects for the
subsequent generation, among parents and offspring, the Spop candidate solutions
having the best performance.

The algorithm stops when either a budget condition on the number of fitness
evaluations is satisfied or ψ takes a value smaller than 0.01.

Fig. 8.4 shows the pseudo-code of the AGLMA.

8.5 Numerical Results

For the AGLMA 30 simulation experiments have been executed. Each exper-
iment has been stopped after 1500000 fitness evaluations. At the end of each
generation, the best fitness value has been saved. These values have been av-
eraged over the 30 experiments available. The average over the 30 experiments
defines the Average Best Fitness (ABF). Analogously, 30 experiments have been
carried out with the Checkers Algorithm (CA) described in [167,168] according
to the implementation in [160], and the ACA which is the CA with the fitness as
shown in (8.9) and the adaptive population size as shown in (8.11). In addition
a standard real valued Genetic Algorithm (GA) has been run for the problem
under study. The GA employs an arithmetic blend crossover and a Gaussian mu-
tation. For the same P2P network, the BFS according to the implementation in
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Gnutella and the random walker DFS proposed in [152] have been applied. Table
8.1 shows the parameter settings for the three algorithms and the optimization
results. The final fitness F̂ b obtained by the most successful experiment (over
the 30 sample runs), the related number of query packets P used in the query
and the number of found resource instances R during the query are given. In
addition the average best fitness at the end of the experiments < F̂ >, the final
fitness of the least successful experiment F̂w and the related standard deviation
are shown. Since the BFS follows a deterministic logic, thus only one fitness value
is shown. On the contrary, the DFS under study employs a stochastic structure
and thus the same statistic analysis as that of GA, CA, ACA and AGLMA over
30 experiments has been carried out.

Numerical results in Table 8.1 show that the methods employing the neu-
ral network approach are more promising than the classical methods for P2P
networks. Moreover, AGLMA and ACA outperform the CA and the AGLMA
slightly outperformed the ACA in terms of final solution found. The GA per-
formed significantly worse than the other optimization algorithms.

Fig. 8.5 shows a graphical representation of the solution in the most successful
experiment (over the 30 carried out) returned by the proposed AGLMA. An
index of the weights are shown on the x-axis and the corresponding weight
values are shown on the y-axis (see the crosses in figure).

As shown in Fig. 8.5, according to AGLMA, we propose a neural network having
a set of 298weights, which take small values.More specifically, the proposed neural
network contains 296 weight values between -1 and 1. On the contrary, two weights
belonging to the first hidden layer take the values of around -1.5 and 1.5.

Table 8.1. Parameter setting and numerical results

PARAMETER AGLMA CA ACA GA BFS DFS

EVOLUTIONARY FRAMEWORK

Si
pop 30 30 30 30 – –

Spop ∈ [20, 40] 30 ∈ [20, 40] 30 – –

sample size ns 10 – 10 – – –

SIMULATED ANNEALING

initial temperature Temp0 adaptive – – – – –

temperature decrease hyperbolic – – – – –

maximum budget per run 600 – – – – –

HOOKE-JEEVES ALGORITHM

exploratory radius ∈ [0.5, 0.01] – – – – –

maximum budget per run 1000 – – – – –

NUMERICAL RESULTS

P 350 372 355 497 819 514

R 81 81 81 85 81 81

F̂ b 3700 3678 3695 3366 3231 3536

< F̂ > 3654 3582 3647 2705 – 3363

F̂w 3506 3502 3504 0 – 3056

std 36.98 37.71 36.47 1068 – 107.9
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Fig. 8.6 shows the comparison of the performance over the 1.5 × 106 fitness
evaluations and Fig. 8.7 shows a zoom detail of the algorithmic performance.

Fig. 8.6 shows that the AGLMA has a slower convergence than the CA and
the ACA but it reaches a final solution having better performance. It is also clear
that the ACA has intermediate performance between the CA and AGLMA. The
ACA trend, in early generations, has a rise quicker than the AGLMA but slower
than the CA. On the other hand, in late generations, the ACA outperforms
the CA but not the AGLMA. As shown in Fig. 8.6, the GA performed much
worse than the CA structured algorithms (CA, ACA, AGLMA) also in terms of
convergence speed.

It can be remarked that the ACA can be seen as an AGLMA which does
not employ local searchers but only executes Implicit (dynamic population size)
and Explicit Averaging (ns re-samples and modified fitness). In other words,
the ACA does not contain the memetic components but does contain the noise
filtering components. Fig. 8.7 shows that the ACA and the AGLMA are much
more robust to noise than the CA. In fact, as shown in Fig. 8.7, the trend of
the CA performance contains a high amplitude (about 20) and frequency ripple
around a mean value, while the ACA and AGLMA performance are roughly
monotonic. The oscillatory trend of the CA performance is due to an incorrect
estimation of candidate solutions. The quick initial rise of the CA performance
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is, according to our interpretation, also due to an overestimation of an unstable
solution. On the contrary, the ACA and the AGLMA efficiently filter the noise
and select only reliable solutions for the subsequent generations.

Regarding effectiveness of the local searchers, the comparison between the
ACA and the AGLMA shows that the AGLMA slightly outperforms the ACA
tending to converge to a solution having a better performance. Moreover it is
shown that after 1.5 × 106 fitness evaluations, the trend of the AGLMA still
continues to grow whilst the other trends seem to have reached a final value.

8.6 Conclusion

This chapter proposes an Adaptive Global Local Memetic Algorithm (AGLMA)
for performing the training of a neural network, which is employed as compu-
tational intelligence logic in P2P resource discovery. The AGLMA employs av-
eraging strategies for adaptively executing noise filtering and local searchers in
order to handle the multivariate fitness landscape. These local searchers execute
the global and local search of the decision space from different perspectives. The
numerical results show that the application of the AGLMA leads to a satisfac-
tory neural network training and thus to an efficient P2P network functioning.
The comparison with two popular metaheuristics present in literature shows that
the proposed approach seems to be promising in terms of final solution found
and reliability in noise environment. Matching with another algorithm with in-
termediate features highlights the effectiveness of each algorithmic component
integrated in the proposed algorithm.

The proposed neural network along with the learning strategy carried by the
AGLMAallows the efficient location of resourceswith little query traffic.Thus, the
user of the P2P network obtains plentiful amounts of information about resources
without consuming a large portion of his own bandwidth for query traffic.
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Abstract 

This paper presents the Mobile Chedar Peer-to-Peer 
middleware for mobile peer-to-peer applications. The 
middleware is an extension to the Chedar peer-to-peer 
network allowing mobile devices to access the Chedar 
network and also to communicate with other Mobile 
Chedar peers. Currently, Mobile Chedar uses Bluetooth to 
connect to Chedar gateway peers, because Bluetooth is 
now the most widespread short-range radio technology in 
mobile phones. We also introduce in this paper one 
example of a Mobile Peer-to-Peer application for 
cooperative lecture notes taking, which is based on Mobile 
Chedar. 

1. Introduction 

Coulouris et al. [3] define distributed system as a 
system in which components located at networked 
computers communicate and coordinate their actions only 
by message passing. Peer-to-Peer networks (P2P) are an 
instance of distributed systems. 

P2P networks allow the sharing of resources over the 
Internet. The resources can be for example, computing 
power, storage space, network bandwidth, printers etc. 
Another main feature of P2P networks is that all the tasks 
and responsibilities for managing the network are shared 
between the peers. This means that there is no single 
control entity responsible for providing the services. 

Middleware provides an application programming 
interface (API) for accessing message passing 
functionalities and other common services needed in 
distributed systems. The main benefit is that by using 
middleware programmers can speed up the development of 
applications because the features needed for distribution 
are already provided by the middleware. 

This paper describes one implementation of a mobile 
peer-to-peer (MP2P) middleware enabling information 

sharing in a mobile environment. The proposed 
middleware is an extension to a non-mobile Chedar P2P 
network. In the following sections we discuss the related 
work on MP2P, introduce the Chedar P2P middleware, the 
Mobile Chedar MP2P middleware with an API for MP2P 
applications and finally present a co-operative learning 
application using the Mobile Chedar. 

2. Related Work 

Proem [5] is a mobile middleware providing solution 
for developing and deploying applications for mobile ad 
hoc networks. In Proem, middleware is responsible for 
presence and discovery services as well as being an 
identity, data space and community manager. Proem has 
been designed for mobile peers in ad hoc networks whereas 
in Mobile Chedar also peers with fixed P2P network 
connections are supported. The current prototype of Proem 
uses Wireless Local Area Network (WLAN) for 
communication and has been implemented using Java. 

7DS [12] is a Java based data prefetching tool for 
mobile devices. It allows mobile users to advertise data 
items of their mobile devices and to query other user’s data 
items through WLAN connections. 7DS works only on IP 
networks and is designed for disseminating rather static 
content. IP multicast is used for querying the peers. 

XMIDDLE [10] is a reflective middleware enabling 
transparent sharing of XML documents between mobile 
peers. XMIDDLE does not use a fixed P2P infrastructure 
and therefore differs from our approach. Because data 
structure consists of XML trees, modifications to the 
branches of XML tree are fine-grain for example compared 
to modification of files. In Mobile Chedar, resource 
queries are matched using XPath expressions as in 
XMIDDLE, but modifications to the data stream are not 
guaranteed to have the same order in all peers. XMIDDLE 
solves the problem by allowing user to resolve the update 
conflicts. The current XMIDDLE prototype is based on 
WLAN and has been implemented using Java. 
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MOBY [4] is a service network enabling access to 
services on wide area networks. The framework is built 
using Jini and Jini Technology Surrogate Architecture 
Specification. MOBY’s approach seems to be the closest to 
ours. However, there are some differences in the design 
choices. In MOBY resources are registered to Jini Lookup 
Service, which is located in the local area network. In 
Mobile Chedar the mobile peers store their resources and 
no registration of resources to external server is needed. 
MOBY’s P2P network is based on super-peer architecture 
i.e. the network is divided into domains by Mnode 
super-peers whereas in Chedar all peers are equal. 
Communication between Mnodes is handled using UDP, 
but in Chedar network connections are established using 
TCP. MOBY uses IP addresses to identify peers and 
Mobile Chedar, relying on Bluetooth service discovery, 
does not require IP addressing of mobile devices. Resource 
discovery is handled in MOBY using expanding ring [9] 
between Mnodes while Chedar currently uses breadth-first 
search. In overall, MOBY is designed more like a fixed 
overlay, because the links between Mnodes are 
preconfigured compared to the autonomous overlay 
approach used in Chedar P2P network. 

Mobile Chedar is an extension to existing peer-to-peer 
network and therefore differs from the MP2P software 
presented in the literature. The middleware provides 
mechanisms for data streaming which is unique feature 
among the considered related work. Also Mobile Chedar 
uses Bluetooth as a transmission technology in contrast to 
WLAN used in other studies. 

3. Mobile Chedar – A Mobile Peer-to-Peer 
Middleware 

3.1. Chedar 

Chedar (CHEap Distributed ARchitecture) is a 
peer-to-peer middleware designed for peer-to-peer 
applications. The goal of the Chedar software is to provide 
a convenient API for peer-to-peer application developers. 
For example Chedar can be used to locate unused resources 
in a computer network that could be used for a given 
purpose; one could thus locate idle computers with a given 
characteristics in order to run computationally intensive 
calculations. Chedar nodes maintain resources of different 
types: data (files), software (e.g. specific applications or 
operating systems) and hardware (e.g. CPU, printers and 
displays). It also provides platform independence and 
quick adaptation to new hardware. Chedar has been 
programmed with Java 2 Standard Edition and is currently 
being used for speeding up the computations of 
NeuroSearch resource discovery algorithm [13] with P2P 
Distributed Computing application (P2PDisCo) [6] and for 
studying distributed data fusion in peer-to-peer 
environment [11]. 

Each Chedar node is identified with a unique identifier 
(Chedar ID). The nodes maintain a database of locally 
available resources shared by the owner of the device. 
These resources can include for example files and 
databases, software running on the device that can be 
accessed or used by remote users, and hardware 

characteristics of the device. Also, remote 
resources discovered on the network can 
be added to the database combined with 
information about their owner identified 
by Chedar ID and meta-information about 
themselves. Meta-information can contain 
e.g. type and path for the files, name and 
version for applications or any useful 
description for the hardware depending on 
the application, which uses the 
information. The resource database is 
stored as an XML document using a 
specific DTD. This organization of data 
allows making rich and complex queries 
to the database in the form of XPath 
expressions. 

3.2. Mobile Chedar 

With the advent of mobile computing 
and the inherent peer-to-peer properties of 
mobile ad hoc networks, Chedar has been 
extended to the mobile platform as Mobile 
Chedar. It thus provides functionalities for 

Figure 1. Stream delivery between Chedar and Mobile Chedar 
nodes 
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registering resources on the mobile device and for 
querying resources from other peers. Mobile Chedar is 
implemented using Java 2 Micro Edition (J2ME), which is 
suitable for mobile wireless devices and has spread widely 
among new mobile phone models. Mobile Chedar uses 
Bluetooth [1] as a transmission technology for connecting 
to other peers, because Bluetooth is the most common 
available short-range radio frequency wireless protocol 
stack on today's mobile devices. 

Current Bluetooth implementations have a restriction 
that nodes can be connected to only one piconet at a time 
[8]. Therefore the only topology that is available for 
constructing Bluetooth network is star-shaped. One device 
functions as a master and others as slaves. In Mobile 
Chedar one node connected to piconet can be e.g. a 
workstation with a Bluetooth adapter and an Internet 
connection working as a Mobile Chedar/Chedar gateway 
node. Through the Internet connection it keeps contact 
with other Chedar nodes and through Bluetooth it can 
communicate with other Mobile Chedar peers. 

A common use case for Mobile Chedar is the querying 
of a resource located on Chedar nodes or on other Mobile 
Chedar nodes through the gateway peer and then using the 
found resource. Chedar nodes can provide streamable 
resources to Mobile Chedar peers and depending on the 
device capabilities of the Mobile Chedar node they can 
subscribe to these streams. Currently text and picture are 
supported and in the future also audio and video streams 
will be supported also. Multiple peers can simultaneously 
subscribe to the same stream and after subscribing they 
also start to publish the stream as a resource. Therefore it is 
enough for a peer to locate one peer that provides the 
requested stream. This kind of a streaming is called end 
system multicasting [2]. Also, because streams are duplex, 
the data written to the streams by peers will be delivered to 
all other peers currently subscribed. Duplex streams can be 
realized by flooding all data inserted to the stream along 
the multicast tree to all other participants in the tree. 
However, the order of the data is not preserved and it is 
handled in a First-In-First-Out manner. Totally ordered 
delivery of data would require more complex 
implementation in this kind of environment [3]. Figure 1 
illustrates a stream delivery between Chedar and Mobile 
Chedar peers. 

Neighbor discovery is a prerequisite for resource 
queries. Since the nodes are able to communicate with each 
other using a wireless channel, it is easy to discover all 
nodes within range of the radio frequency transceiver using 
Bluetooth's Service Discovery Protocol (SDP). The 
discovery of resources is performed as one hop query, 
tagged with a unique Message-ID, to all the nodes within 
Bluetooth range. If the query arrives to a Chedar/Mobile 
Chedar gateway node, it checks whether the query has 
already been received: if not, it is forwarded to all of its 
Chedar neighbors with default time-to-live; otherwise, the 

query is discarded. If the query message matches one of the 
resources owned by the node, the node replies to the 
neighbor from which it received the query with the same 
Message-ID as in the query message. The reply message 
then travels back to the originator of the query on the same 
path as the query traveled on. Once the location of the 
resource (or locations, if there exists multiple instances of 
the same resource in the network) is known, Mobile 
Chedar informs the application, which decides how to 
acquire or use the resource. 

4. Mobile Chedar Application Programming 
Interface 

Mobile Chedar provides the following API for MP2P 
applications: 

register(String resourceidentifier) Adds a resource to the 
resource database. 

unregister(String 
resourceidentifier) 

Removes a resource 
from the resource 
database. 

connected() Checks if Mobile 
Chedar is connected to 
other Chedar nodes. 

query(String resourceidentifier) Executes a query. 
subscribe(Resource resource) Subscribes to the found 

resource. 
unsubscribe(Resource resource) Unsubscribes from a 

subscribed resource. 
send(Resource resource, Message 
data) 

Sends data to the 
subscribed resource. 

The MP2P applications must implement the following 
methods: 

resourceFound(Resource resource) Informs the application 
when the query has 
located a matching 
resource. 

receive(Resource resource, 
Message data) 

Informs the application 
when new data has 
arrived to a subscribed 
resource. 

5. Mobile Peer-to-Peer Learning 
Environment 

Mobile Peer-to-Peer Learning Environment (MP2PLE) 
[7] is designed for collaborative note taking during lectures 
as a test application for Chedar peer-to-peer network and 
Mobile Chedar middleware. The MP2PLE user interface 
contains a text area displaying the current state of notes and 
provides means for users to edit them. With MP2PLE, the 
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mobile device user may create a new stream for other 
participants to join or subscribe to an already existing one 
by executing a query. After subscription the user is allowed 
to modify any part of the notes by selecting a paragraph 
and submitting the changes. Whenever the data is being 
changed it is streamed to other participants subscribed to 
the same stream. At the moment, each user can be only 
subscribed to one stream at a time. The user interface of 
MP2PLE is shown in figure 2. 

There are two common use cases for such kind of an 
application. Firstly, it serves as a personal note-taking tool 
to store lecture notes. Secondly, people who do not take 
notes can benefit from other user’s notes, either during the 
lectures, or later, e.g. from home by accessing Mobile 
Chedar nodes through a gateway node. 

MP2PLE has certain limitations in the current design. 
The tiny user interface is problematic and provides only 
primitive means to take notes e.g., pictures cannot be 
drawn and course presentation material cannot be 
integrated with MP2PLE. Also, taking lecture notes is 
difficult because of the small keypads in mobile phones. 
These limitations can only be overcome if larger screen 
sizes and more convenient input devices are being used. 

 Bluetooth does not allow multi-hop with current 
mobile phones because the device can only belong to one 
piconet at a time. To support multiple devices in a 
classroom one solution would be to use the approach 
presented in [8] and to equip Bluetooth base stations with 
two radio chips. They could, for example, be plugged into 
power supplies inside the classroom and equipped with 
Mobile Chedar middleware to function as relaying devices 
for queries. Another solution would be to use different 
transmission technology e.g., WLAN, which however is 
not yet available in low-cost mobile terminals. 

6. Conclusion 

Mobile peer-to-peer enables new kind of applications 
taking advantage of emerging short-range radio 
technologies and allowing collaborative resource sharing 
between peers. This paper describes one way to construct 
peer-to-peer networks with support for mobile devices and 
demonstrates the feasibility with a prototype 
implementation. The future work of Mobile Chedar and 
MP2PLE includes the support of audio and video streams 
and determining the feasibility of the approach with 
practical experiments. 
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Abstract 

This paper introduces Peer-to-Peer Distributed 
Computing (P2PDisCo) software, which provides an 
interface for distributing the computation of Java 
programs to multiple workstations. P2PDisCo can be used 
to distribute any Java program that uses files for storing 
input and output parameters without significant code 
modifications to the Java program itself. P2PDisCo has 
been built over Chedar peer-to-peer middleware and is 
currently being used for speeding up the training of neural 
networks with evolutionary algorithm. 

Keywords: peer-to-peer, distributed computing, Java, 
P2PDisCo, Chedar P2P middleware 

1. Introduction 

Peer-to-Peer (P2P) networks allow sharing of resources 
over the Internet. The resources can be for example, 
computing power, storage space, network bandwidth, 
printers etc. For sharing computing power, peer-to-peer 
networks are a natural choice, because many workstations 
are running idle most of the time. 

In contrast to clusters, in P2P networks all the tasks and 
responsibilities for managing the network are shared 
between the peers. This means that there exists no single 
control entity responsible for providing the services. Also, 
because P2P networks do not require a dedicated hardware, 
distributing computation among workstations is usually a 
cost-effective solution. 

Distributed computing on workstations is mostly known 
of SETI@home [1], which uses master-slave architecture 
for distributing the analysis of radio signals obtained from 
space to workstations. In this paper we present a 
peer-to-peer system, in which all the connected peers can 
work as master nodes initiating computations and also as 
slaves processing computations when idling. 

The paper is structured as follows. Section 2 describes 
the related work in the area of P2P distributed computing. 
Section 3 introduces Chedar peer-to-peer middleware and 
section 4 the P2PDisCo peer-to-peer distributed computing 
software and its application programming interface (API). 
In section 5 we discuss the experiences gained from the use 
of P2PDisCo for distributing the training of neural network 
with evolutionary optimization algorithm and the planned 
future work. Section 6 concludes the paper. 

2. Related Work 

Nowadays there are many alternatives for distributed 
computing using Java programming language. One class of 
software is formed by programming language independent 
distributed computing tools that support Java. An example 
of such software is Globus Toolkit [2], in which Java 
Commodity Grid kit [3] provides an interface for accessing 
Globus services using Java programs. Globus contains 
mechanisms for code mobility which poses risks on 
security because the downloaded code needs to come from 
a trusted source or otherwise guaranteed to not be 
malicious. In our approach we have avoided the use of 
mobile code and the installation of the executed Java 
Archive file (jar) is done semiautomatically using copying 
scripts or by the user who donates computing power for the 
Chedar peer-to-peer network. Also Globus uses centralized 
indexes for resource discovery whereas in P2PDisCo the 
resource discovery is decentralized and provided by the 
Chedar peer-to-peer network. 

Programming  language dependent class of Java 
distributed computing can be divided in two: Java 
extensions and Java libraries. Java extensions such as 
JavaParty [4] provide special distribution mechanisms 
requiring changes to the Java compiler and/or Java Virtual 
Machine (JVM). This is a drawback considering the 
difficulty of executing the distributed code. Java libraries 
provide special class libraries for the  distribution without 
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need for modifications to the Java compiler or JVM. 
Therefore Java libraries are easier to deploy. An example 
of such library is JavaSymphony [5] as well as P2PDisCo 
presented in this paper. In JavaSymphony all the 
computing resources are centrally configured under 
JS-Shell whereas in P2PDisCo no central management 
exists. 

There are also some implementations of Java 
distributed computing that use peer-to-peer network for 
locating the resources. In such design the resource index 
has been decentralized and peers cooperatively route 
resource queries among each other. An example of such 
system is GT-P2PRMI [6] which allows Remote Method 
Invocation (RMI) lookups to be performed through an 
extended version of RMIRegistry called P2PRMIRegistry. 
P2PRMIRegistry is used to form the overlay network, for 
binding and publishing the remote methods and for looking 
up the published remote methods. 

3. Chedar P2P Middleware 

Chedar (CHEap Distributed ARchitecture) is 
peer-to-peer middleware designed for peer-to-peer 
applications. Chedar constructs a pure peer-to-peer 
network using topology management algorithms and 
provides functionalities for locating resources in the 
network. The original goal of Chedar was to locate unused 
resources in a computer network that could be used for a 
given purpose; one could thus locate idle computers with a 
given characteristics in order to run computationally 
intensive calculations. It has then been extended to handle 
any type of resource: data (files), software (e.g. operating 
systems or specific applications) and hardware (e.g. 
computers, printers and displays). Implementation of 
Chedar is based on Java programming language, thus the 
software is platform independent and provides easy 
adaptation to different hardware. 

Chedar nodes are identified with a pseudo-unique 
identifier called Chedar ID. Each node maintains a 
database of locally available resources shared by the owner 
of the device. These resources can include for example 
files and databases, software running on the device that can 
be accessed or used by remote users, and hardware 
characteristics of the device. Also, remote resources 
discovered on the network can be added to the database 
combined with information about their owner identified by 
Chedar ID and meta-information about themselves. 
Meta-information can contain e.g. type and path for the 
files, name and version for applications or any useful 
description for the hardware depending on the application, 
which is using the information. The resource database is 
stored as an XML document using a specific DTD. This 
organization of data allows making rich and complex 
queries to the database in the form of XPath expressions. 

Chedar node keeps a list of neighbors it is connected to 

through TCP sockets. TCP provides reliable data delivery 
between the end points and thus also the disappearance of a 
neighbor can be detected. The neighbor list is updated 
based on heuristics such as the number of relayed query 
replies and the actual query replies provided by the 
neighbor to form an efficient topology for resource 
discovery. Currently, we use as a query mechanism 
breadth-first search algorithm (BFS), where query is 
forwarded to each neighbor except the one from which the 
query was received. Also, if the query has already been 
received it is not forwarded further. The number of hops 
that a query can take is limited in BFS with a time-to-live 
value. BFS is suitable for small-sized networks and 
guarantees to locate all resources from the network within 
the time-to-live horizon, but if the network grows larger 
the time-to-live value has to be decreased. In our 
experiments the network size of 200 workstations with 100 
Mb/s Ethernet connections the query traffic has not yet 
posed a significant problem and therefore a more efficient 
version of the query algorithm has not been implemented. 

Each query contains a Message-ID and a query XPath 
description. Whenever a query enters a Chedar node, the 
node checks its resource database whether it contains a 
resource matching the XPath expression. If resource is 
found, a reply message is sent back using the route, which 
the query came from. To properly relay the reply message 
back to the query originator, the message needs to contain 
the same Message-ID as the query did. After the query 
originator receives replies, it notifies P2PDisCo 
application, which can react to collected replies. Because 
the replies also contain the address of replying node, the 
intermediate nodes along the path as well as the querier 
learns new nodes in the network without being directly 
connected to them. This information can be later used for 
topology updates.  

For communicating between two peers, Chedar 
provides a point-to-point communication protocol 
allowing basic message passing primitives to be executed 
by P2P applications. The protocol uses the same path as 
reply message to deliver messages between peers. 

4. P2PDisCo 

Peer-to-Peer Distributed Computing (P2PDisCo) was 
developed for distributing computationally intensive 
evolutionary optimization method to university 
workstations. The workstations are basically staying idle 
most of the time and therefore utilizing their processing 
power only at times when they are not in use does not 
interfere normal use of the computers. 

P2PDisCo provides Distributed-interface definition 
with methods for starting and stopping the distributed 
application and checking whether the application is 
currently running. This interface needs to be implemented 
by the distributed application and is invoked by P2PDisCo. 
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The application is also required to read its parameters from 
a file and write its output to a file provided by P2PDisCo. 
The idea is that P2PDisCo pretends to the application that 
the application is reading all input data from files, but 
instead the file is delivered from Chedar and thus the 
application does not see a difference whether it is running 
remotely or locally. Also this ensures that the computing 
node does not need to store any data on its hard drive 
because Chedar delivers the data produced by application 
through TCP connections to the master node. After 
receiving data, master writes the received data to files on 
hard drive. The architecture of P2PDisCo and Chedar is 
shown in Figure 1. 

The process of distributing the computation and 
collecting results using P2PDisCo is shown in Figure 2. 
When a peer (denoted as Master) joins the network, it 
needs to locate other peers to connect. This is currently 
handled by using a predetermined list of IP addresses and 
ports. If the peer has already been connected earlier to 
Chedar network it uses history data for connecting to 
already learned peers’ addresses. Then master starts a 
query looking for idle computing resource and those peers 
that are ready for computing answer. Master selects which 
of the located nodes it uses for computing and distributes 
tasks to these nodes, which start the computing. During the 
computation, results are sent when memory buffer is full 
(currently at 256 KB) to master node and therefore no data 
is written to computing nodes. Also, this ensures that if the 
computing node is reset the computation results are still 
saved to the point of last full memory buffer update. 

Because of security concerns the distributed application 
has been beforehand installed to the computers and it is not 
automatically delivered during the task distribution. In the 
task distribution only the execution parameters i.e. 
configuration files are transferred. Also, currently the IP 
addresses of master nodes are restricted such that only 
certain IP addresses are allowed to start computations. 

5. Application Experiences And Future Work 

P2PDisCo is at the moment used for speeding up the 
computations of NeuroSearch resource discovery 
algorithm [7] and it is deployed to more than 200 
workstations of University of Jyväskylä in Agora building. 
NeuroSearch is a neural network algorithm, which is 
optimized using iterative evolutionary algorithm. It has 
been found that the evolutionary algorithm is a stable 
optimizer, but it requires much more computing power 
than for example back-propagation algorithms 
traditionally used for neural network training. The 
selection of evolutionary algorithm was needed because in 

the peer-to-peer resource discovery problem good 
input-output pairs are unknown and therefore no proper 
data for supervised training is available. 

Based on half a year’s usage of P2PDisCo it seems that 
the only major problem with P2PDisCo is the updating of 
the distributed application. Now it requires that Windows 
computers are updated with a script and the service running 
in Windows needs to be stopped and started again. At the 
moment there is no good solution how to avoid this. 
Fortunately, the computers are under central 
administration and the updating can be done from one 
computer. 

As a future work, we are planning to add automatic 
resuming mechanism for computation, if computing node 
leaves the network. Now the computing is only restarted, 
but by checkpointing the state of current execution the 
computation could be resumed in another computing node 
from the point when connection was lost. Perhaps, in the 
future P2PDisCo also allows master to be disconnected for 
a while and collecting results afterwards from the 
computing nodes. Also, in the future we are extending the 
API of P2PDisCo to allow direct communication between 
computing nodes. This makes it possible to parallelize the 
evolutionary algorithm for multiple computers with other 
architectures than master-slave, such as the panmictic 
model [8]. 

Chedar

Master

startApplication
stopApplication
applicationRunning

Chedar

P2PDisCo

Application

queryResource
resourceReply
sendData

queryResource
sendData readFile

writeFile

receivedData registerResource
sendData

receivedData Distributed

Figure 1. Architecture of P2PDisCo and Chedar.
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6. Conclusion 

P2PDisCo provides decentralized architecture for 
distributed computing of Java programs. P2PDisCo is built 
on top of Chedar P2P middleware and requires only minor 
modifications to turn an existing Java application to a 
distributed one. Based on the experience of training 
NeuroSearch neural network algorithm, the system  seems 
to perform well in a network of few hundred workstations. 
As future work resuming mechanism and extension of API 
to support direct communication between computing 
nodes is planned. 
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Abstract—Peer-to-Peer Realm (P2PRealm) is an efficient peer-to-
peer network simulator for studying algorithms based on neural 
networks. In contrast to many simulators, which emphasize on 
detailed network simulation, the speed of simulation in P2PRealm 
is essential, because neural networks require a time consuming 
training phase. Efficiency has been obtained by optimizing training 
loops inside the simulator, using Java Native Interface (JNI) as well 
as distributing the simulator to hundreds of workstations using the 
P2PDisCo platform. In this paper we describe the architecture of 
P2PRealm and its input/output interfaces. Also, we present the 
mechanisms used for internally optimizing the implementation and 
the configuration used for distribution. Finally, we present the use 
of P2PRealm with the P2PStudio network visualization tool. 

Keywords - peer-to-peer; P2PRealm; network simulation; 
research infrastructure; neural networks, optimization methods; 

I. INTRODUCTION

Peer-to-Peer (P2P) algorithms have been studied at least 
using three different approaches. These are crawlers, emulators 
and simulators. Crawler is an implementation of a peer node 
specially designed for P2P networks research. A crawler can 
collect data passing through it to get a local view of the P2P 
network. By deploying multiple crawlers, a bigger part of the 
peer-to-peer network can be monitored. However, this approach 
is not able to gather the global view of the network, because the 
behavior of nodes which are not connected to crawlers is 
unknown. This problem is solved by emulators, which contain 
the implementation of a peer node and are used to build a 
complete P2P network. Multiple emulators can be deployed 
inside one workstation usually providing quite large P2P 
networks with only a few workstations. 

Even though emulators can be used to get the global view, 
they are restricted to slow execution, because messages need to 
be passed between emulator processes through network 
protocols such as TCP. The third option, simulator, contains an 
abstracted implementation of peer nodes equivalent to 
emulators, but uses local data structures for message passing. 
The use of local data structures significantly increases the speed 
of execution and therefore is well-suited approach for 
computationally intensive algorithm studies. The downside of 
the approach is the inaccuracy of results compared to real-world 

P2P networks and the difficulty of modeling user behavior. This 
knowledge can only be obtained using crawlers or by
monitoring network traffic inside routers. 

Developing peer-to-peer resource discovery and topology 
management algorithms based on neural networks are 
computationally intensive tasks. For example, it takes a week 
for one low-cost workstation to train a good neural network 
based resource discovery algorithm for a rather small P2P 
network [23]. Therefore, in computationally intensive 
algorithmic research the most important factor to consider for a 
simulator is speed. 

This paper describes an end product of a process where 
emulators were first used for studying P2P algorithms and later 
re-implemented as an efficient simulator to decrease the time 
used for execution. Latest improvement of the simulator is the 
distributed execution on a Peer-to-Peer Distributed Computing 
platform (P2PDisCo) [11] allowing us to parameter sweep 
different features of neural network based P2P algorithms. 

The paper is structured as follows. Section 2 compares 
existing P2P simulators with our work and states their 
differences. Section 3 introduces P2PRealm network simulator 
and section 4 describes its input and output interfaces. Section 5 
describes the main use case of P2PRealm: the training of 
evolutionary neural networks for P2P resource discovery. 
Section 6 describes the internal modifications used for 
optimizing the code and the combination of P2PRealm with 
P2PDisCo platform. Section 7 illustrates the use of P2PStudio 
for visualizing the output of P2PRealm and section 8 concludes 
the paper. 

II. RELATED WORK

There are various network simulators available for studying 
P2P networks. However, many of these simulators are not 
primarily designed for speed and none of them contains 
functionalities for neural networks. Because the speed is the 
most important factor in our simulation environment, it is 
obvious that abstractions on the level of details are necessary. 
Packet-level simulators model the P2P protocols with precise 
protocol headers and field structures, whereas message-level 
simulators only take into account the number and sizes of the 
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packets. While packet-level simulation is a desirable feature, it 
is still often too expensive in terms of computing resources. In 
addition to speed, other desirable features in our simulations are 
compilation of statistics on simulation results and visualization 
of P2P networks. From this viewpoint, we next overview some 
of the existing P2P simulators. 

A. NS-2 

NS-2 [15] is one of the most widely used network 
simulators. The NS-2 is object-oriented discrete event 
simulator, which closely follows the architecture of the OSI 
model. It suits well for simulating packet switched networks and 
small scale networks. The Parallel and Distributed Simulation 
(PADS) research group has developed an extension that allows 
network simulation to be run in parallel on multiple machines 
[17]. Being very detailed simulator, it still does not scale well 
enough and is slow from a computational point of view. In 
addition, adding new modules is not straightforward, because of 
it's complex module structure [14]. 

B. PLP2P 

Packet-level Peer-to-Peer Simulator (PLP2P) [6] provides a 
framework for other packet-level simulators, e.g. NS-2, in order 
to provide detailed model of the underlying network. This is 
done with wrappers, which translate P2P events into underlying 
packet-level simulator. The authors assert that abstracting low-
level details can impact the simulation results to a large extent. 
The scalability problem of packet-level simulations is solved by 
running simulations on parallel machines. Nevertheless, as 
training neural networks requires substantial part of available 
computing power in order to get result within reasonable time, 
we need to abstract the level of details of the P2P network. 

C. QueryCycle 

The QueryCycle simulator [19] is specialized to file-sharing 
simulations. It has realistic models for content distribution, 
query activity, download behavior etc. The content distribution 
is based on a model, where each file belongs to one category 
and that category is defined by the popularity of the file. 
Simulations proceed in query cycles representing the time 
period between issuing a query and receiving a response. 
Generated queries are passed into a queue and handled on a 
First-In-First-Out basis. 

D. 3LS 

3LS [21] is an open-source simulator for overlay networks 
designed to overcome the problems of extensibility and 
usability. The system is separated to three architectural levels: a 
network model, a protocol model and a user model. The 
network model uses a two-dimensional matrix as a storage of 
distances between the nodes. The protocol model defines the 
current protocol being simulated. The user model is the input 
interface for the user. The 3LS uses most of the memory 

resources to a graphical interface as the simulator uses main 
memory to store each event executed for visualization and this 
limits the system to less than a thousand nodes on a low-cost 
workstation [14].  

E. PeerSim 

PeerSim [18] has been developed especially with scalability 
and support for dynamicity in mind. PeerSim is Java-based and 
has two simulation engines, one is cycle-based and the other is 
event driven. Cycle-based engine allows scalable simulation but 
is not very accurate. Handling large-scale overlay networks 
requires simplifying assumptions about the simulation details. 
For example, the details of the transport communication 
protocol stack are not taken into account. Event driven engine 
supports dynamicity and is more realistic, but decreases the 
scalability of the simulation. The abstractions of cycle-based 
simulations are similar to ours. The difference is that when 
PeerSim uses the benefits of abstraction for high scalability, we 
use it to increase the computational efficiency. Parallel 
execution is a necessity in order to PeerSim to be useful for our 
research. 

F. NeuroGrid 

The NeuroGrid simulator [8] was initially designed to 
support comparative resource search simulations between 
FreeNet [5], Gnutella [16] and NeuroGrid [8] systems. The 
simulator is single-threaded, Java-based and uses discrete 
events. Several protocols are now available for NeuroGrid e.g., 
Domain Name Service (DNS) and a distributed e-mail protocol. 
NeuroGrid supports property files that specify the parameters of 
the simulation to run. This includes the protocol to simulate, the 
parameters of the network and the amount of searches.  

NeuroGrid would be a promising simulator for our research 
if it wasn’t single-threaded and non-parallel.  

G. GPS 

The General Peer-to-Peer Simulator (GPS) [24] is aiming to 
respond to a call for extensible framework for simulating P2P 
networks efficiently and accurately. Efficiency is accomplished 
with message-level simulation instead of packet-level 
simulation. Improvement to the level of detail is achieved by 
tracking the network infrastructure and using a macroscopic 
mathematical model to obtain accurate estimate of the message 
behavior, e.g. TCP. The GPS also models downloads of the 
files, which is often left out from the simulators. GPS is 
extensible for modeling any P2P protocol, integration with a 
GUI and network visualization and provides support for 
topology generation tools. 

 The GPS is still in it’s early stages and details about 
scalability, usability and performance are scarce. The GPS has 
also only been used for simulating BitTorrent, where resource 
discovery is not an essential problem. It is single-threaded, but 
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according to the authors their aim is to include multi-threading 
into the simulator in the future. 

H. Summary 

A comparison of the different characteristics for reviewed 
P2P simulators is shown in Table I. Overlay with Routers 
column tells if the simulator contains both the logical overlay 
network topology and the underlying router structure of the 
physical network. After surveying the existing literature about 
P2P simulators it is obvious that there is a need for 
standardization in the area of P2P simulation [7]. The field is 
highly fragmented and most of the current projects use their 
own simulators tailor-made for their purposes. One of the 
problems of the widely used simulators is their complexity and 
therefore poor scalability for P2P simulation purposes. 

Although our project strongly supports the call for general 
open-source P2P simulator that is easily extensible and even 
some attempts for such a simulator have recently appeared, our 
research area is still too specified to be implemented 
satisfactorily in any other way than building a specifically 
optimized simulator. Training neural nets is computationally 
very demanding and requires parallel computing and simplified 
network simulation. To the best of our knowledge P2PRealm is 
the only message-level simulator that allows simulations on 
parallel machines. In addition, there is no other neural networks 
based P2P algorithms that we know of and neither simulators 
supporting neural network algorithms. 

The problem of specifically built simulators is that the 
results are not exactly similar with the ones made by other 
simulators. This is a compromise that had to be made. In 
P2PRealm the most common P2P resource discovery algorithms 
are implemented to allow comparison with the ones neural 
networks create. This provides the baseline for results obtained 
in other simulators. 

III. PEER-TO-PEER REALM

Peer-to-Peer Realm (P2PRealm) is a Java based peer-to-peer 
network simulator designed for optimizing neural networks used 
in P2P networks. The simulator has been developed in Cheese 
Factory peer-to-peer research project [4]. With the simulator, it 
is possible to determine a certain P2P network scenario and 
requirements for a resource discovery or topology management 
algorithm and get as an output a neural network optimized for 
that scenario. For example, a P2P network scenario could 
contain Gnutella’s [16] topology, resource distribution and 
query pattern and the requirements could state that we want an 
algorithm, which needs to locate certain amount of resources 
(say 150) using as few query packets as possible. The end result 
would be an adapted resource discovery algorithm for that 
particular P2P network scenario. The first results of this kind of 
an algorithm development was reported in [23]. Also, the 
simulator contains implementations of various P2P resource 
discovery algorithms such as Breadth-First Search [13], 
Random Walker [12], Highest Degree Search [1,22] and 
optimal path K-Steiner Tree approximation [22]. These 
algorithms can be used as performance measures for neural 
network based algorithms or for studying their performance in 
different P2P network scenarios. The simulator has also been 
used for studying topology management algorithms for P2P 
networks [3]. 

The simulator is divided into four parts: P2P network, P2P 
algorithms, neural network optimization and input/output 
interface. P2P network contains the characteristics of a P2P 
network including the network topology, distribution of 
resources and query patterns of P2P network users. P2P 
algorithms contains the implementations of various resource 
discovery and topology management algorithms. Neural 
network  optimization takes care of neural network structure and 
different optimization algorithms used for training the neural 
network structure. Input/output interface is used for reading 
configuration files and for outputting the statistics of training 
and final results. The final results consist of the optimized 

TABLE I. CHARACTERISTICS OF THE CURRENT UNSTRUCTURED P2P NETWORK SIMULATORS

Level of Detail Parallel Scalability 
Overlay with 

Routers 
Dynamic 
Network Programming Language 

NS-2 Packets Yes Very low Yes No C++ 

PLP2P Packets Yes Medium - - C++ 

QueryCycle Messages No ? Yes Yes Java 

3LS Messages? No 
Very low   
(<1000 peers) Yes ? Java 

PeerSim Messages No 
Very high  
(10^6 peers) Yes Yes Java 

NeuroGrid Messages No 
High  
(300 000 peers) No Yes Java 

GPS Messages No ? No Yes Java 

P2PRealm Messages Yes 
Medium  
(100 000 peers) No Yes Java 
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neural network and the used query paths for different queries. 

IV. INPUT AND OUTPUT INTERFACES

The following information is required as an input to 
P2PRealm (described in a configuration file): 

• P2P network topologies containing the resource 
distribution 

• Query pattern 

• P2P resource discovery algorithm 

• Percentage of available resource instances to be located 
in each query 

• Number of queries executed in each training generation 

• Neural network inputs 

• Number of training generations, number of neural 
networks and the neuron structure of neural networks 

• Optimization method 

As an output Peer-to-Peer Realm (P2PRealm) provides the 
following files: 

• The used topology and neighbor distribution 

• A trace of training process with separate files for
training and generalization sets 

• The best and all neural networks of each generation

• Query routes started from each node of the P2P network 

• Configuration file, which was given as an input 

V. TRAINING NEUROSEARCH

Next, we briefly describe how P2PRealm can be used for 
P2P algorithm development. As an example we use 
NeuroSearch resource discovery algorithm [23], but other 
algorithms for example topology management algorithms based 
on neural networks could be used [9]. 

NeuroSearch resource discovery algorithm uses local
information about query situation in a peer-to-peer network to 
decide if query should be forwarded to a neighboring peer node 
or not. The local information can be e.g. number of hops the 
query has traveled, number of replies still needed to be located 
etc. The forwarding process is illustrated in the following 
algorithm: 

1. One peer node starts a query specifying a 
resource it wants to locate. 

2. For each neighbor the node has, do the 
following: 

2.1 Fill all the input fields of neural network. 
2.2 Compute the output of neural network. 

2.3 If output is greater than zero, then forward 
the query to neighbor and increase the 
number of sent query packets by one. 

3. A forwarded query packet arrives to peer node. If 
this is the first query packet arriving to this node, 
check whether the peer node contains a resource 
being queried. If peer has the queried resource 
then increase the number of found resources by 
one. 

4. Go to step 2. 

The algorithm terminates when there are no more query 
packets to process. At the end the quality of neural network is 
determined by the number of found resources and the number of 
query packets used. 

To get good neural networks, they need to be trained so the 
algorithm has to be executed many times (typically millions 
query executions). There are various neural network weight 
adjusting algorithms and depending on the used methods the 
training times can vary a lot. Still, all optimization methods 
have in common iterative behavior and therefore executing the 
algorithm efficiently is an important feature of the simulator. 

 The internal execution loops of P2PRealm used for training 
NeuroSearch are illustrated in Fig. 1. Each simulation run can 
have multiple simulation cases, where each case has its own 
environment parameters according to the input information 
described in section 4. Furthermore, each case produces 
NeuroSearch resource discovery algorithm optimized to this 
environment accordingly. With multiple cases it is possible to 
do parameter sweeps and to eliminate the need of starting the 
simulator manually each time one wants to use multiple training 
environments. The execution of different cases can also be 
distributed on Peer-to-Peer Distributed Computing platform 
[11] further described in section 6. 

Execution of one case is divided into three different 
sections: 

• Training of the neural networks 

• Analyzing the training of best neural network in 
generalization environment  

• Analyzing routes of the best neural network after the 
training 

First, the case has its P2P networks, neural networks and 
other parameters initialized. Then the simulator proceeds to the 
training phase. In each generation multiple neural networks are 
evaluated by forwarding queries according to the resource 
discovery algorithm presented above. The queries are forwarded 
in one or more P2P networks and statistics of the query 
performance of each neural network is recorded at the same 
time. Usually between generations it is worth to do more 
specific analysis of the best neural network in generalization 
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environment, where we can determine how the same neural 
network performs in an unknown environment. Generalization 
environment can be used to control when neural network is 
specializing too much on training environment and loses the 
ability to perform well in unknown but similar environments 
than the training environment. 

After the evolution has proceeded the predetermined amount 
of generations, the simulator moves to the last phase of the 
process: route analysis. In the route analysis the same 
generalization environment is initialized as earlier for the best 
neural network, but now the queries start from each peer node at 
a time. The query paths produced by these queries are recorded 
and written to files to get accurate data about input and output 
values of neural network during a query. Finally, when routes 
have been recorded, the simulation ends. 

VI. SPEEDING THE EXECUTION WITH P2PDISCO

The first implementation of P2PRealm used approximately 
one week for training the neural networks on a desktop 
computer. This was a severe limitation in research because it 

forced to study only small P2P networks and still getting results 
was very time consuming. 

We started the internal code optimization process to see how 
much can be saved by optimizing internal loops of the 
simulator. After P2PRealm was profiled we found that the use 
of Vector object instead of Array in Java consumed lots of time 
(in particular getting the size of a vector through method call). 
Java container classes such as HashMap and HashTable can 
contain only objects and therefore reimplementing them to store 
only primitive values saved some execution time. Also we found 
that caching results of different method calls to avoid new 
method calls resulted in significantly faster execution times. The 
total time decreased to about 60% with these optimizations.  

Java bytecode is interpreted in Java virtual machine yielding 
slower execution compared to compiled code.  Java Native 
Interface [20] has been developed to allow native code for 
example compiled C++ to be executed from a Java program. 
We reimplemented the calculation of neural network output 
with C yielding an execution time about 70-80% compared to 
first version of P2PRealm. Combining both the internal code 

Figure 1. Execution Loops of P2PRealm 
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optimization techniques and Java Native Interface 
implementation of neural network output calculation, we thus 
achieved execution time of about 50% compared to first version 
of P2PRealm. 

This was however not enough, because reducing execution 
time of one simulation case from a week to 3-4 days was still 
quite slow. As a solution, we started developing Peer-to-Peer 
Distributed Computing platform (P2PDisCo) [11] allowing the 
distribution of simulation cases to multiple machines. 

Earlier in our project [4] we had developed Chedar P2P 
middleware [2], which provided the basis for building 
P2PDisCo on top of it. P2PDisCo allows the workstations 
joined in a Chedar P2P network to publish certain distributed 
computing application as a resource in Chedar P2P network. 
When other Chedar nodes find this resource, it can be used to 
deliver needed input files to computing nodes and the produced 
output files to the node, which started the computations. For 
further information on the behavior of P2PDisCo the reader is 
referred to [11]. 

The speed up of execution with P2PDisCo is nearly linear, 
because each simulation case is delivered to different 
workstation. In university environment it is easy to locate 
machines, which are idle most of the time, so getting hundred of 
machines (and thus 100 times faster execution) was relatively 
easy scaling the research process to much faster rates. The 
resulting architecture is shown in the Fig. 2. Master denotes the 
peers, which create simulation cases and P2PRealm denotes the 
peers, which compute these cases. 

VII. VISUALIZATION OF DATA USING P2PSTUDIO

Peer-to-Peer Studio (P2PStudio) [10] is a monitoring, 
controlling and visualization tool for P2P networks research. 
When combined with P2PRealm only visualization features can 
be used, because current version of simulator does not provide 
monitoring data during execution of a simulation. For 
visualization, P2PStudio provides functionalities to draw 
network topology and different graphs e.g., neighbor 
distribution of the topology. Also, the location of resources and 
query paths can be illustrated on a screen to qualitatively 
analyze how algorithms are performing. In case, that the 
simulation contains neural network, the input and output values 
of a certain query will be shown in a separate table. A 
screenshot of P2PStudio is shown in Fig. 3 and the specific 
features of P2PStudio are described in separate article [10]. 

VIII. CONCLUSIONS

Peer-to-Peer Realm is a simulator for studying P2P 
networks. Its unique functionalities contain training methods for 
neural networks and optimized speed of execution. By 
combining P2PRealm with other tools developed in our project, 
the simulator can grow to a large-scale distributed P2P research 
environment. 

The future work of P2PRealm includes the parallelization of 
simulation such that multiple computers can process the same 
simulation task. Now only one simulation task can be allocated 
to a certain computer and speed ups are gained only when 
multiple cases are being simulated. Also, with the advent of 
multi-core processors for desktop machines, we are going to 
implement threaded version of simulator to support multiple 
processors within a single computer. For P2P network 
visualization, P2PStudio’s user interface can be replaced in the 
future to support large P2P networks to be visualized and better 
usability of the program. Also the list of improvements for 
P2PRealm contain different query distributions and new input 
types for neural networks. As a longer term goal, we are aiming 
to combine neural network based topology management
algorithms with neural network based resource discovery 
algorithms to study optimal construction of P2P networks. 
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ABSTRACT 
Peer-to-Peer Studio has been developed as a monitoring, controlling 
and visualization tool for peer-to-peer networks. It uses a centralized 
architecture to gather events from a peer-to-peer network and can be 
used to visualize network topology and to send different commands 
to individual peer-to-peer nodes. The tool has been used with 
Chedar Peer-to-Peer network to study the behavior of different peer-
to-peer resource discovery and topology management algorithms 
and for visualizing the results of NeuroSearch resource discovery 
algorithm produced by the Peer-to-Peer Realm network simulator. 
This paper presents the features, the architecture and the protocols 
of Peer-to-Peer Studio and the experience gained from using the tool 
for peer-to-peer networks research. 

Categories and Subject Descriptors 
C.4 [Performance of Systems]: Measurement techniques 

General Terms: Measurement, Performance. 

Keywords 
peer-to-peer; P2PStudio; monitoring tool; research infrastructure. 

1. INTRODUCTION 
Peer-to-Peer (P2P) networks consist of a set of peer nodes. Each 
peer node makes decisions on where to connect and where to 
forward resource queries resulting in a complex self-organizing 
network. Studying how different algorithms are performing requires 
collecting data from the entire P2P network to obtain a global view. 
In P2P networks research people have used crawlers [5,9] to collect 
data locally available for some peer nodes. This approach however 
is only able to gather a portion of the P2P network’s behavior, 
because some of the peers might not accept any new connections 
requested by the crawlers. Also, the crawlers can only gather 
information, which is accessible by the P2P protocol and thus they 
do not have direct means to control the peer’s actions. 

In our approach, we use a centralized server to contact peers in the 
P2P network and to set filters to the peers for what events the peers 
need to report back to the server. This allows measuring different 
properties from the P2P network extensively and globally. The 

graphical user interface presents the collected data visually thus 
making the interpretation easier compared to reading plain text log 
files. In contrast to crawlers, we note that our work is the first 
attempt to create a P2P research environment, which provides strict 
control mechanisms and accurate measurements for studying the 
behavior of different P2P algorithms. 

To monitor the events of a P2P network a specific monitoring 
interface needs to be implemented in the peer nodes. This interface 
is used for setting different event logging options and for accepting 
incoming connections for data delivery from the centralized server. 
However, in presence of a large P2P network the centralized server 
can have lots of connections to manage and presents a potential 
performance bottleneck in our approach compared to local gathering 
of data done by crawlers. This architecture can however be scaled 
up by using multiple servers as is common in studies with crawlers 
[9]. 

The rest of the paper is organized as follows. Section 2 presents 
P2PStudio, its features, architecture and protocols. Section 3 
describes how P2PStudio has been used in peer-to-peer networks 
research for studying the performance of peer-to-peer resource 
discovery and topology management algorithms. Conclusions and 
future work are discussed in Section 4. 

2. PEER-TO-PEER STUDIO 
The Cheese Factory –project [3] has implemented a Java-based 
peer-to-peer computing platform called Chedar [1]. Chedar can be 
used to build a network of workstations where each node provides 
and consumes resources such as computing power, files and devices. 
Currently, Chedar is used as a middleware for P2P Distributed 
Computing applications [7]. Chedar has also been extended to 
support mobile devices [8]. In order to test and monitor the Chedar 
network there was a need for a tool that enables to remotely control 
and monitor each peer and workstation in a centralized way. By 
executing the Guardian student project [4], the first version of Peer-
to-Peer Studio was developed in 2002. 

ServerUser
Interface

Chedar
node

Chedar
node

Chedar
node

Chedar
node

Peer-to-Peer Studio

 
Figure 1. Components of  Peer-to-Peer Studio. 

P2PStudio is Java-based and it is divided into two separate 
programs as shown in Fig. 1: the user interface (UI) and the 
server. The graphical UI connects to the server program and uses 
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it to carry out the commands entered by the user. The server 
program takes care of all of the communication between the UI 
and Chedar nodes. It also manages the data sent from Chedar 
nodes. Dividing the application into two programs allows mobility 
of the UI from the dedicated hardware of the server. For example 
the server might have privileges to connect to Chedar nodes 
through firewalls and an UI residing on a laptop only needs to be 
able to connect to the server. 

UI communicates with the server, sends requests to Chedar nodes, 
displays data from the server to the user e.g., by visualizing the 
network topology and showing diagrams. The UI also allows the 
management of Chedar nodes. Server forwards the commands sent 
by the UI, gathers information from the Chedar network and passes 
on requested data to the UI. 

2.1 User Interface 
The user interface draws a logical topology of the monitored 
network as shown in Fig. 2. From the zoomable topology view the 
user can select nodes and for example check their values, command 
queries to be sent and modify the resources owned by the nodes. 
Nodes can also be grouped together to ease the execution of a 

certain action to multiple nodes. Information on the last executed 
query is also shown in the topology view. The topology is generated 
using the WTS Veivi component from WTS Networks [12]. The 
component creates a visualization of network topology from a set of 
nodes and links optimized to minimum number of overlapping links. 
The topology is refreshed whenever the user desires or after a set 
interval. 

Another feature of the UI is to show graphs of the monitoring data 
as shown in Fig. 3. Currently, the only graph implemented is the 
neighborhood distribution, but other graphs are relatively easy to be 
plugged in. Graphs are formed by combining multiple events into a 
single value, like in the neighborhood distribution, where individual 
neighbor amount notifications are counted and the frequency of 
certain value creates one data point in the graph. Graphs can be 
zoomed and shown also in a logarithmic scale. 

The log feature of the UI allows the user to keep track of the Chedar 
network's actions almost in real time. Log presents the event 
messages coming from the Chedar nodes. The events are 
notifications of certain network events, for example forwarded 
queries, new neighbor connections or dropped messages because of 
congestion in a Chedar node. 

 
Figure 2. Topology view. 
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The user can also send commands to the server or to Chedar nodes 
via the server by typing commands in the User Interface-to-Server 
Message Protocol (UMP) format (for more details see the Section 
2.3). The Commands view allows the user to see the sent data and 
the received messages from the nodes. Also batch files can be 
executed via the commands view. Batch files are useful when a 
certain peer-to-peer query pattern and measurement scenario needs 
to be executed multiple times. 

 
Figure 3. Graph view. 

The UI can be run online as well as offline especially for 
demonstrations. For offline use there is a recording feature allowing 
the user to record actual monitoring data coming from the server to a 
file and later retrieve the recorded data in offline state. The UI also 
allows the user to create Chedar node groups and manage 
connections. 

The functioning of the UI is quite simple. When data is received 
from the server it is checked and forwarded to the addressed 
component of the UI. The data will be presented to the user in a 
form of topology, graph or text depending on the view. Sending data 
is also rather straightforward. The user assigns a command and it is 
sent to the server for further handling. 

2.2 Server 
The server program is divided into two main components: stateless 
connection manager and stateful data manager. The connection 
manager is the part of the server which takes care of all connections. 
It forwards the contents of the packets without interpreting them, 
only adding metadata about the time the packet was received and 
Chedar node’s IP address and port. A packet can arrive to the server 
either from the UI or from a Chedar node. It arrives first to the 
connection manager which forwards it to the data manager if 
necessary, otherwise directly to UI or to Chedar node(s). 

The data manager is responsible for temporarily saving data coming 
from Chedar nodes and for combining multiple individual replies to 
a single reply for UI. For example to construct a neighbor 
distribution graph, data manager needs to collect individual 
neighbor amounts from Chedar nodes and build the graph data for 

UI. This lightweight architecture of the server allows scaling to 
hundreds of Chedar nodes. 

2.3 Protocols 
User Interface, Server and Chedar nodes use three different 
protocols for communication. One binary protocol was developed as 
a container for two message protocols, one XML protocol for 
communication between the server and the Chedar nodes as well as 
one XML protocol for communication between the UI and the 
server. Both XML protocols are on the top of the binary protocol as 
illustrated in Table 1. The binary protocol is always on the top of 
TCP. 

Table 1. LAYERS OF THE PROTOCOLS. 
Message Protocol (GMP or UMP) XML 

Packet Transmission Protocol (GPTP) Binary 
TCP  

 
1) Guardian Packet Transmission Protocol (GPTP) 

The Guardian Packet Transmission Protocol (GPTP) is a binary 
protocol used between the UI and the server as well as between the 
server and the Chedar nodes. The GPTP packets are composed of a 
fixed-size 64-bit header and a data part, which varies in size. The 
header identifies the packet as a part of the Guardian-to-Chedar 
protocol and specifies the size of the data part in bytes. Without a 
specified data size, parsing an incoming XML message from a 
stream would be harder. An example of a GPTP message is shown 
in Table 2. 

Table 2. GUARDIAN PACKET TRANSMISSION 
PROTOCOL. 

 

2) Guardian Message Protocol (GMP) 

The Guardian Message Protocol (GMP) is used between the server 
and the Chedar nodes on the top of the Guardian Packet 
Transmission Protocol. Each GMP message is a complete XML 
document. The header is a standard XML declaration, and the body 
is composed of a root element which specifies the type of message, 
and a variable content. 

Here is the structure of GMP message: 

Header: XML declaration 

  <?xml version="1.0" encoding="UTF-8"?> 

Body 

  Root element: <request/> OR <reply/> OR <event/> 

  Content: various requests, replies or events as 

            XML elements and/or attributes 

There are three types of messages in the Guardian Message 
Protocol: 

32 bit synchronization header, 0x47324350 
(G2CP) 

32 bit size field, network byte order, (1234) 
Byte data 
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The request/reply pair forms a synchronous message exchange 
initiated by the server. The reply is not mandatory. Event messages 
can arrive from the Chedar nodes at any time. 

3) User Interface-to-Server Message Protocol (UMP) 

The User Interface-to-Server Message Protocol (UMP) is used 
between the UI and the server on top of the Guardian Packet 
Transmission Protocol. UMP uses similar message structure as 
GMP. The difference between UMP and GMP is in the XML 
elements and attributes. For example the UMP contains elements for 
sending a certain GMP message to all Chedar nodes. 

3. P2PSTUDIO IN PEER-TO-PEER 
NETWORKS RESEARCH 
At first, P2PStudio was developed to collect data from a Chedar 
network [1] consisting of tens of workstations. Experimenting with 
self-organization of topology and different resource discovery 
algorithms however usually requires a controlled environment to 
obtain results that are repeatable. Creating exactly same starting 
conditions for each test in a network of workstations is problematic, 
because of differencies in hardware and network traffic. Also, 
having each Chedar node pack and send data over the network is 
significantly slower than executing algorithms in a simulator, where 
only local data structures are being used. 

Therefore, the use of P2PStudio was extended by creating the Peer-
to-Peer Realm (P2PRealm) network simulator [10,6]. P2PRealm is 
Java-based and contains functionalities for creating peer-to-peer 
network scenarios with different topologies, resource distributions 
and query patterns, executing different resource discovery and 
topology management algorithms, and collecting various statistics of 
the execution to log files. In addition to textual viewing of log files, 
P2PStudio can be used for graphical viewing e.g., to plot how 
queries spread in the network and what kind of topologies emerge 
from the execution of algorithms. 

A special use case for P2PStudio and P2PRealm is the development 
of the NeuroSearch resource discovery algorithm [11], which is 
based on neural networks. Optimizing neural networks requires not 
only simulation of a certain scenario once, but usually thousands of 
times to reach a near-optimum state in learning. Therefore network 
simulators, such as Ns-2 [2], which are based on scripting languages 
and mainly developed for detailed protocol studies are not fast 
enough. For studying the behavior of neural networks, P2PStudio 
provides a view containing the inputs of neural network and the 
corresponding output decisions. 

4. CONCLUSIONS AND FUTURE WORK 
P2PStudio is a well-established research tool for peer-to-peer 
networks research providing functionalities for peer-to-peer network 
monitoring, controlling and visualization. P2PStudio has been used 
with two different peer-to-peer software, Chedar and P2PRealm, for 
algorithm development. The centralized architecture of P2PStudio is 
a potential bottleneck for scalability in the future when the size of 
the P2P networks being studied grows. As a future work we 
envision changes in the architecture to support multiple servers as 

well as adding new functionalities to UI to determine certain 
network characteristics such as diameter, shortest paths and multiple 
distinct paths between nodes. 
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Request message is sent by the server to a Chedar or a Workstation 
node. 

Reply message is sent by a Chedar or a Workstation node to the 
server. 

Event message is sent by a Chedar node to the server. 
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